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Abstract

Monitoring gas concentrations has become increasingly important across a wide range of

applications, from disease screening to safety protocols and air quality monitoring. To meet

the growing demand, numerous technologies have been developed to accurately measure gas

concentrations. Among these, chemoresistive gas sensors stand out for their high sensitiv-

ity, low cost, and low energy consumption. However, these types of sensors face various

challenges, among them poor long-term stability and limited selectivity.

To address these issues, I developed advanced data analysis algorithms that aimed to en-

hance the performance of chemoresistive sensors. These algorithms included Random Forest

and Arti�cial Neural Network to enhance the stability and the selectivity of the chemore-

sistive gas sensor. These calibration models were validated through extensive and lengthy

measurement campaigns conducted in both controlled indoor environments, a classroom, and

complex outdoor conditions.

The results obtained demonstrate that the sensing properties of chemoresistive sensors

when paired with appropriate calibration functions can match those of other state-of-the-art

gas sensing technologies currently available on the market, while maintaining lower cost.

Among the most signi�cant outcomes, I would like to highlight the performance of

the carbon dioxide sensor, which achieved excellent results in indoor monitoring, and the

sensing platform capability of detecting ozone, which excelled in outdoor monitoring. Both

applications demonstrated high reproducibility of results, showcasing the potential of these

devices for reliable and cost-effective applications even in complex environments.
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Introduction and Motivation

In today's world, we are facing increasingly complex challenges and in particular public and

environmental health have become central due to their importance and urgency. Of explicit

interest is the monitoring of air quality and the concentration of pollutants, as these can

directly impact human life [1] and the ecosystem, or indirectly generate chain reactions that

cause signi�cant changes in the living conditions [2]. An improvement of air quality is only

possible through a detailed knowledge of the atmosphere [3], and this is an important topic

for both indoor and outdoor environments.

The increasing global attention towards climate change, air quality, and the general

sustainability of human life has led to a greater focus on sensors capable of measuring

gas concentrations. Their potential applications are manifold, from detecting potential gas

leaks—such as along methane pipelines and in homes to prevent explosions and �res—to

controlling the presence of pollutants to ensure population safety. In recent decades, legisla-

tion have set safety limits regarding the concentrations of various gases that are harmful to

both human health and the environment, aiming to limit their emission into the environment.

However, for these laws to be applied most usefully and correctly, what is needed are mea-

suring methods capable of detecting the pollutant concentration with precision. 3 A growing

example of interest is represented by the increasing concentrations of carbon dioxide (CO2),

a greenhouse gas that is not directly harmful to human health in the outdoor concentrations.

However, increasing its concentration enhances the greenhouse effect and, consequently, the

average temperature on the planet [4]. High indoor concentration ofCO2 (around a percentage

level) can be temporarily or permanently harmful to humans [5]. Such high concentrations

are extremely rare outdoors or in well-ventilated areas, but it is important to monitor them

in poorly ventilated spaces or closed environments to warn people of potential danger. This

topic is extremely important to consider in places that are particularly crowded or that are

consistently used by the public.

Meanwhile, in the outdoor environment there are other gases that could be interesting

to monitor on a more in depth level. One such example is tropospheric ozone (O3), which

directly impact both the quality of life, causing serious adverse health effects when present in

high concentrations [6], and the environment by affecting photosynthesis ef�ciency [7], thus

reducing the productivity of crops. However, monitoring ozone concentrations and its sources

of emissions is extremely complex. Ozone is mainly produced by the interaction of the UV

component of sunlight [8] with the already present nitrogen dioxide (NO2), which splits to

form reactive oxygen species. These atoms combine with oxygen molecules (O2) to create

ozone (O3). Once it is produced the presence a second preexisting category of pollutants,
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Volatile Organic Compounds (VOCs) that are compounds that easily become vapors of gases

released by a variety of sources, inhibits its destruction by reducing the conversion of ozone

back toNO2 [9]. These condition promotes its accumulation during the day and slows down

its deposition during the night. Moreover, its nature as a secondary pollutant delocalize its

production from the regions of original pollution sources. The current studies suggest that its

concentration is heavily affected by wind transportation, both in horizontal and vertical case.

The already existing monitoring networks are therefore unable to fully capture its complex

distribution [10]. Several studies, for example, underline the importance of urban heat islands

and their correlation with regions of higher ozone concentrations [11], emphasizing the need

to better understand its small-scale distributions.

In both presented cases, it becomes evident how important and, in some cases, essential

it is to monitor pollutant gases concentrations with high spatial and temporal granularity to

understand how the environment reacts to our choices and what possible mitigation actions

are effective in reducing risks and concentration of pollutants, affecting the emissions of a

given gas. A higher spatial surveillance platform would also simplify the monitoring of high

risk areas, forcing companies to take responsibility for the emissions they produce.

So far, the most widely used methods for directly measuring gas concentrations can be

divided into two main categories. The �rst category is composed by certi�ed sensors used by

international environmental protection agencies, which provide precise data but that are at the

same time limited in spatial coverage due to their prohibitive costs for large-scale campaigns.

On the other hand of the economic spectrum, there are various low-cost sensor technologies,

typically solid-state sensors. These sensors are signi�cantly more affordable compared to

certi�ed counterparts, but at the cost of reduced selectivity and accuracy [12].

To meet the growing demand for this type of technology, several solid-state sensor

technologies have been developed over the last 50 years, starting with from the �rst patents in

the 1970s [13]. Among these solid-state sensors, the ones of interest in this doctoral thesis are

chemoresistive sensors, which are currently of particular interest both in the research �eld and

for commercial applications. The increase in demand for this type of sensor has highlighted

not only their potential applications but also their limitations. Speci�cally, these sensors are

highly sensitive, have rapid response times, and low detection limits. They are extremely

small, with low production and power costs, but they also suffer from selectivity issues [14]

and drift over time [15], which currently limit their commercial applications in many sectors.

This doctoral thesis primary aim is to overcome these limitations not only through ad-

vancements in sensing material, which have shown limited progress in recent years, but rather

by mitigating their drawbacks through a thorough data analysis of the measurements collected

from an array of sensors, collectively referred to as a "sensor platform." The focus will be on

leveraging arti�cial intelligence to enhance the calibration and application of chemoresistive

gas sensor [14] [16]. This thesis will focus on different calibration techniques and explore

the potential of applying chemoresistive gas sensor in real-world conditions. This will be

particularly important because it could lead to an additional option available to monitor gas

concentrations in a complex environment.
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In the �rst chapter of the thesis, an overview of function principle of chemoresistive

sensors will be provided, with a comparison to other technologies currently available on the

market. We will delve into the functioning of solid-state sensors, followed by a detailed

discussion of chemoresistive sensors and their adsorption mechanisms. The chapter will

conclude with a description of the main problem of this kind of gas sensor, their lack of

selectivity and various techniques currently known in the literature about how to improve it.

There will be a brief list about how to improve their performance through different approaches

such as building a sensing platform, or introducing recent new measuring techniques such as

temperature modulation and impedance spectroscopy.

The second chapter will describe in detail the calibration methods and the strategies most

commonly used to perform a sensing platform calibration. It will start with a general scheme

of how gas sensor calibration works and then delve deep into each step individually. It will

detail the individual stages, from the selection of sensitive materials under controlled and

synthetic atmospheric conditions to the deployment of the sensor platform in the chosen

application, presenting recommended calibration techniques and explaining why they were

selected.

The third and fourth chapters will present two case studies that were studied in detail

during the doctoral study. The third chapter will delve into the results obtained during a

measurement campaign conducted as part of the ATELIER project to assess the air quality

within the university of Ferrara classrooms. This chapter will cover the entire experiment, from

laboratory calibration to the results obtained. It will also take into account the generalization

of the obtained calibration method.

The fourth chapter will present the methodology and results obtained from the measure-

ment campaign of Carbon Monoxide, Ozone, and Nitrogen dioxide concentrations outdoors,

focusing on the data collected by monitoring stations developed by the Fondazione Bruno

Kessler in the city of Trento. This chapter will cover the entire experiment, from laboratory

calibration to the results obtained on �eld.

Chapter �ve will conclude this thesis by summarizing the �ndings of the various studies

and analyzing the impact of the developed calibration methods. Aside from the conclusion

there will be a focus about the impact of this work, along with its possible applications

and future developments. Finally, Appendix 1 will present an ongoing study that involves

analyzing historical data of nighttime tropospheric ozone peaks in the province of Trento and

the relationship between the morphology of the region and its peculiar ozone transportation

mechanism.





Chapter 1

Chemoresistive Gas Sensors

1.1 Introduction to Gas Sensing Technologies

The International Union of Pure and Applied Chemistry de�nes a chemical sensor as: "a

chemical sensor is a device that transforms chemical information, ranging from the concen-

tration of a speci�c sample component to total composition analysis, into an analytically

useful signal". A chemical sensor can be partitioned into two main component, a receptor

and a transducer. The receptor reacts to changes in the ambient environment by adjusting

its physical or chemical properties to match the external condition. By doing so, it converts

information about the environment into a form of energy that can be measured. The transducer

instead transforms that energy into a useful analytical response that can be measured. By this

broad de�nition, we can classify a chemical sensor starting from the mechanism by which the

information is acquired [17].

Various categories may be de�ned in this way such as: optical and electrical devices [18].

The �rst class relies on optical phenomena, which de�nes the way by which the receptor

detects the analyte. Their sensing mechanism can be described as an increase or decrease of

the intensity of the light once it interacts with the environment and this can happen either by

scattering, adsorption or diffusion. Instead in the case of electrical devices the response is

produced by changes in the electrical proprieties of the device through the interaction with

the analyte. Each classes has advantages and disadvantages that need to be taken into account

in order to choose the one that �ts the application the best.

Considering a gas sensor, the information obtained can be about the presence or absence

of a given chemical substance, the concentration of an analyte, or even a total composition

analysis of the gases present in the environment. The information is gained through a chemical

interaction between the ambient gases and the sensor, or by a change of physical proprieties

of the system that affects the sensor.

The optical gas sensor have high selectivity, high reliability and excellent sensitivity to

analyte variations [19]. On the other hand they are highly expensive, require maintenance and

sample preparation. For these reasons one of their most common application is their usage by

local environment protection agencies to collect certi�ed measurement about the air quality.
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Fig. 1.1 Chemoresistive gas sensor components, re-printed with permission from [22]

On the other hand, the electrical gas sensor have low power consumption, low cost of

manufacturing, excellent sensitivity, small dimension and simple integration in internet of

things platforms [20]. Despite this long list of advantages, this type of sensor also presents

lack of stability, limited selectivity and drift of the response [21]. Overcoming these types

of limitations would allow the development of highly competitive sensors for air quality

monitoring. Within the category of electrical sensors, we can �nd the chemoresistive sensors.

1.1.1 Chemoresistive Devices

Chemoresistive gas sensors are a type of electrical solid-state sensors. They are typically

composed of a semiconducting sensitive �lm, such asSnO2 [23] or WO3 [24], deposited on

an insulating material and connected to at least two or more electrodes as shown in Figure 1.1.

The electrodes measure the electrical properties of the sensitive material, such as its resistance

or impedance. This kind of sensor measure various properties of the air through oxidizing

and reducing chemical interactions that take place on its surface. These reaction are chemical

bonds that are produced between the semiconductor and the gas analyte though an exchange

of electrons, that modify the electrical properties of the �lm. However, to make these reactions

reversible, the sensitive material must receive additional external energy, which can occur in

one of two main ways.

The sensor can be thermally activated through the use of a micro-heater, or a micro hot

plate, that is placed under a layer of electrically insulating material. The micro-heater is

based on a metallic coil that is connected to two electrodes. By applying a voltages to it

an electrical current is produced, and through the joule effect it produces heat to activate

the sensing material. Modern technologies and research have optimized the ef�ciency of

each sensor component. This has helped to reduce the power required for sensor activation

and to decrease its size, while increasing sensitivity, selectivity, and response stability. The

second main approach used to activate a sensing material is instead to photoactivate it. This

strategy can allow for a further reduction in the power consumption [25] at the cost of a

limited dynamical response, lowering the response time of the sensor.
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This thesis work focused on the optimization of a sensing platforms composed of multiple

chemoresistive sensors that are installed to detect changes in concentration of one or more

target analyte, improving their stability and selectivity. It will explore advanced data analysis

techniques to achieve better performance in real-world condition. The remainder of the

chapter will describe the functioning principles of chemoresistive gas sensor and introduce

their properties.

1.2 Semiconductor-based Gas Sensors: Fundamental Work-

ing Principle

The physics of semiconductor materials is of particular interest as their speci�c characteristics

make them the foundation of a wide range of technological devices. The main capability of

particular interest in this thesis is their usage as gas sensor. Semiconductor materials vary

their electrical properties in response to physical or chemical changes in the environment,

such as temperature variation, change in light intensity or chemical concentration. The band

theory of solid materials will be reviewed brie�y to better understand where this characteristic

originates and how it impacts the properties of devices.

Since a solid is a complex system, the Schrödinger equation alone is no longer suf�cient

for a quantitative description of the state of its electronics state. The interaction between the

electrons of neighboring atoms must be considered and this many-body interaction in�uences

their energy level. The approach used to evaluate these effects starts from the single-electron

equation. Within an atom, an electron is isolated and occupies a well-de�ned orbital state,

as described by the Schrödinger equation. However, when a second atom comes close, the

initial electronic states of the two atoms can hybridize, forming new molecular orbitals with

different energy levels that re�ects the more complex state of both atoms at the same time.

Shifting the focus from a molecule to an entire solid material that is made up of a large

number of atoms, arranged in a well-de�ned crystalline structure, the single electronic states

split into a continuous of possible levels where the electron can be. As the number of atoms in

a macroscopic material is extremely high, the overall effect is the formation of what is known

as a band, representing the energy states where the electron can be found.

The initial states were quantized, and even though band formation tends to bring the

energy levels closer, there are prohibited energy ranges for electrons. This results in the

formation of band gaps. Since each band is approximately generated from the energy level of

one atomic electron of the atoms that compose the solid, two bands are of particular interest:

the band of the last occupied level and the band of the �rst available level, known as the

valence band and the conduction band, respectively.

If these two bands overlap, the material is called a conductor, as the electrons can transition

smoothly from one band to another even with minimal energy supplied. Instead, if the energy

gap from the maximum of the valence band to the minimum of the conduction band is very

large, the materials are known as insulators. The intermediate case is that of semiconductors,

where the energy gap between the two bands is approximately 0.5-4 eV and depends on
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Fig. 1.2 Fermi level for intrinsic, n-type and p-type semiconductors.

various parameters, such as the crystal structure of the solid and the temperature of the

material itself. The actual energy distance between these two bands de�nes the properties of

the material.

From these last two bands and their structure, the Fermi Energy can be de�ned, which

represents the maximum energy an electron can have at a temperature of 0 Kelvin. This

parameter is central to de�ning the conduction characteristics of a material. However, if the

two bands are separated, the de�nition of Fermi energy must change. This is due to the fact

the Fermi Energy lies between the two bands where no electron can reside. In these cases

it is typically located within the band gap, speci�cally halfway between the two bands. Its

de�nition is fundamental to de�ne the electron density probability. At a given temperature T

in Kelvin, the probability to �nd an electron with energy E is obtained from the Fermi-Dirac

distribution:

f (E) =
1

e
E� EF
kBT + 1

(1.1)

wheref (E) is the probability to �nd an electron with an energy E,kB is the Boltzmann

constant andEF is the Fermi Energy of the material. At zero temperature and with the valence

and conductance band separated by a band gap, the probability of �nding an electron in the

conduction band becomes zero, while the probability of �nding an electron in the valence

band is one.

Considering semiconductors, two different scenarios are available: either the material

is homogeneous and retains its crystalline structure, then the Fermi level is placed exactly

halfway between the valence and conduction bands and the material is de�ned an intrinsic

semiconductor. If instead the lattice contains defects, such as impurities or missing atoms,

additional localized states will form within the material. Those states are localized around

the defects and are called traps. They are typically located within the band gap and shift the

Fermi level since additional levels needs to be included.

If those additional states are already occupied by electrons the Fermi level will shift

upward. As a result, it will become possible to remove those electrons from their localized

traps with a lower energy compared to the one needed to extract one electron from the valence

band, resulting in additional mobile electrons within the solid. Such materials are called
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n-type semiconductors and the impurities are typically obtained with elements that have more

valence electrons than the semiconductors elements. On the other hand, if the additional

states are instead electron acceptors, electrons can be more easily excited into these localized

states instead of reaching the conduction band, lowering the Fermi Energy and allowing the

conduction based on mobile holes instead of electrons. In this case, the material is called

a p-type semiconductor, and typically the impurity is obtained using elements with fewer

valence electrons. Figure 1.2 shows the three different cases.

The concentrations of electrons, or holes, in an n-type, or p-type, semiconductor can be

obtained using the following equation:

n = NCe�
EC� EF

kBT p = NVe� EF � EV
kBT (1.2)

whereNC, andNV , are the states density of donor, or acceptors,EC andEV are the energy

of the minimum of the conductance and the maximum of the valence band,EF is the Fermi

energy, whilekB andT are the Boltzmann constant and the temperature in Kelvin.

These equations are valid in the condition in which the semiconductor is treated as an

in�nite periodic crystal lattice, with at most the presence of impurities that produces the

localized trap states. However, it becomes particularly interesting to study its properties

at the surface where the periodicity of the material is not valid. The problem shifts from

a three-dimensional material to a two-dimensional one, with the formation of additional

localized states within the band gap. These new energy levels can behave as electrons donors

or acceptors and are called surface states. They can be conveniently imagined as additional

impurity sources located on the surface of the semiconductor.

Due to the presence of these additional localized states, the Fermi level at the surface is, by

de�nition, different from that of the semiconductor bulk, as it depends on these new localized

surface states. For ease of understanding, one can imagine the surface of the semiconductor

and its bulk as two objects with different electromagnetic properties in contact with each

other. To reach an equilibrium in a static situation the two Fermi energies must become equal.

Otherwise, outside from the equilibrium we would �nd a diffusion of free electrons from the

region with higher Fermi energy to that with lower Fermi energy. This results in a migration

of charge carriers from the surface to the bulk of the semiconductor or vice versa as it can be

seen in Figure 1.3. This has several consequences: the formation of a depletion region near

the semiconductor surface and the band bending.

Locally inside the depletion layer, the spatial density of charges is due to the difference

between the donor density and the acceptor density. Poisson's equation can be used here to

relate the spatial variation of the electric potential to the charge distribution in the depletion

layer:

d2V(x)
dx2 = �

r (x)
e

(1.3)

whereV(x) is the electric potential function of the positionx, r (x) is the charge density,

while e is the dielectric constant of the material. The differential equation can be solved in

a similar way to the case of p-n semiconductor junction. We need to make one assumption,



10 Chemoresistive Gas Sensors

Fig. 1.3 Band bending from surface states: a) intrinsic semiconductor; b) disequilibrium and
c) equilibrium between n-type bulk and its surface; d) disequilibrium and e) equilibrium
between p-type bulk and its surface. Reprinted with permission from [26]. Copyright 2024
American Chemical Society.

related to the fact that inside the depletion layer there are no mobile carrier. In this case, by

�xing the boundary condition and declaring thatV(x) is the band bending potential, we can

integrate the equation two times to obtain:

V(x) = �
r � (x� x0)2

2e
dV(x)

dx
= �

r � (x� x0)
e

(1.4)

wherex0 is the width of the depletion layer. Ifx is equal tox0 the boundary condition that

was �xed at the start is obtained anddV(x)
dx is equal to zero. Instead, whenx is equal to zero

the value of the surface barrier is obtained, or band bending potential, also called Schottky

barrier [27]:

V(0) = �
r � (x0)2

2e
(1.5)

For n-type semiconductor,r � x0 is equal to the area density of donor trap states. All

these trap states are ionized, with a consequent migration of these charges to the surface of

the material. In addition to the depletion layer, the surface can produce an accumulation or

inversion layer. The �rst effect is particularly relevant to explain the gas sensing mechanism

and it is related to an increase in the number of charge carriers available on the surface. On

the other hand, the inversion is not related to the gas sensor but it happens when the band

bending is so extreme that an inversion of the charge carriers happens on the surface of the

material compared to the charge carriers available in the bulk of the semiconductor.
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These concepts of solid-state semiconductor physics are fundamental for understanding

the functioning of chemoresistive gas sensors.

1.3 Functioning Principles of Chemoresistive Gas Sensors

The receptor function of chemoresistive gas sensor is carried out by the formation of adsorbates

on the surface of the sensing material. This section describes the operation of this sensing

mechanism, the adsorption process, and the in�uence of the gas/sensor interface on its

semiconducting and electrical properties.

As the focus is on surface reaction between the gases and the sensitive semiconductor

material, generally in the form of metal oxides, that can be deposited in either a compact or

porous manner. In the case of compact deposition, gas-sensor interaction is limited to the outer

surface. On the other hand, in the case of a porous material deposition, the gas can permeate

into the material, thereby signi�cantly increasing the active sensitive surface area. For this

reason, the deposition of nanostructured materials is often favored over compact sensitive

material pastes [28]. Additionally, different morphological forms and thickness can in�uence

the sensing characteristics of the resulting sensor [29]; among the most commonly utilized

forms are nanograins [30], nanowires [31], and nanorods [32]. Each different nanostructure

can change speci�c sensing parameters, such as sensitivity, selectivity, response time and

limit of detection.

Chemoresistive sensors are therefore typically composed of porous, nanostructured metal

oxide semiconductors. In these sensitive materials, conduction is facilitated by electron (or

hole) transport through a complex structure formed by various interconnected nano particles,

whose surfaces are in direct contact with the atmosphere. To move from one nano particle

to the next, electrons must cross the Schottky barrier, V(0), as de�ned in Section 1.2. This

barrier forms due to the creation of localized surface states, which are also in�uenced by

existing bonding with the gases present in the atmosphere.

When a gas accumulates in contact with the surface of a solid, a phenomenon known

as adsorption occurs, in which gas molecules, called adsorbates, form bonds with the solid

surface, known as the adsorbent. Any solid is capable of adsorbing a certain amount of

gas, but the speci�c quantity is determined by factors such as gas temperature, pressure, the

effective surface area of the material and the type of gas considered.

Adsorption can be classi�ed into two main categories: physisorption and chemisorption.

The former is weaker, typically involving Van der Waals forces between the material and

gas molecules. The latter involves the formation of a speci�c chemical bonds, which usually

requires a minimum activation energy. The primary characteristics of both types of bonds are

summarized in the Table 1.1.

Since no activation energy is required for physisorption, this type of reaction predominates

at room temperature but becomes negligible at higher temperatures. Instead, in the presence of

high energy, gas molecules can dissociate into individual atoms. Once these atoms approach

the surface of the semiconductor, they may be adsorbed onto it if the energy threshold

is enough to break the Van der Waals bond is enough, forming new chemical bonds that
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Table 1.1 Comparison between Physisorption and Chemisorption

Adsorption Properties Physisorption Chemisorption

Type of Interaction Van der Waals forces Chemical bond
Adsorption Energy Low (< 40 kJ/mol) High (> 80 kJ/mol)
Reversibility Generally reversible Generally irreversible at

room temperature
Optimal Temperature Room Temperature Material Dependant

(from 200-400� C)
Adsorbed Layers Possible multilayer Single layer
Dependence on Surface
Area

Depends on total sur-
face area

Depends on availability
of active sites

Reaction Rates Fast Temperature Dependant

generally involve electrons exchange. Summing up, what occurs initially is the formation of

physisorption as the molecules approach the surface. If suf�cient energy is provided, this

physisorption can then transform into an actual chemical bond with the semiconductor.

In the presence of additional free energy provided in the form of heat, or light, the

chemisorption formation rates from the gas-phase molecule, when free energy is provided in

the form of heat, can be calculated as follows:

dq
dt

= kads� e
� Ea

kBT (1.6)

whereq is the fraction of occupied surface site,kads is the constant of the speed of the

adsorption,Ea is the needed activation energy. This equation is also called the Arrhenius

equation, and both thekads regulating the speed of the reaction andEa are functions of the

reaction, the sensing material and the chemical condition [33]. Instead, desorption is the

reverse process compared to the adsorption. The adsorbate molecules on the surface material

can break the chemical bond to return to their gaseous form. This interaction can be modeled

by the use of the activation energy summed with the entalphy of the chemical adsorption

DHch [34]. Including both reactions the following equation is obtained:

dq
dt

= kads� e
� Ea

kBT � kdes� q � e�
(Ea+ DHch)

kBT (1.7)

wherekdes is the speed constant of desorption reactions. If we consider at this point the

equilibrium condition we can obtain the steady state value ofq.

q =
kads

kdes
� e

DHch
kBT (1.8)

Even if in the last obtained equation the role of the activation energy is not clearly stated

it is important to remember that it is fundamental for enabling the formation of these types of

bond. It can still be observed from Equation 1.7 that the rates of absorbance increase with

rising temperature up until the point in which the desorption takes a dominant role. Knowing

this parameter is crucial to optimize the sensing material activation temperature.
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Fig. 1.4 Schematic of two semiconductor nanostructures in oxygen atmosphere.

A particular form of chemisorption, called ionsorption, is of particular interest for metal

oxide surfaces. In this case, bonds are formed between the ions of gas species and the

surface, creating new additional surface states. The ionsorption of oxygen is crucial for the

operation of chemoresistive sensors. When oxygen is exposed to air at temperatures ranging

from 100–500� C, the oxygen molecules ionsorb onto the surface either as a molecular form

(O�
2 ) or in atomic form (O� ,O2� ), capturing electrons from the surface states and acting as

additional surface acceptor states.

These localized surface states increase the already existing depletion layer width described

in the Section 1.2 and depicted in Figure 1.4, where the increased surface potential repels the

free electrons from the bulk of the semiconductor, preventing them from moving towards the

surface. This produces an increase in the resistance of the sensing material.

Various gases can at this point reacts with the oxygen ions present on the surface of the

material through red-ox chemical reactions. The increase, or decrease, of electrons on the

surface can then lead to a change in the width of the depletion region. For example, if the

gas is a reducing gas, it will release free electrons in the material, decreasing the depletion

layer and increasing the material conductibility. If instead the gas is an oxidizing gas, it will

remove free electron, leading to an increase of the accumulated negative charge on the surface,

decreasing the material conductibility.

It should be noted, however, that for all these reactions to occur, free electrons must

generally be present within the material and oxygen bond must be formed on the surface.

Therefore, thermal activation of the material is of fundamental importance, as it has the effect

of raising the conductivity by increasing the number of electrons excited from the valence

band to the conduction band and, at the same time, providing the energy necessary for oxygen

ionsorption to happen on the surface of the material. In addition, for the chemoresistive

gas sensor to work, the presence of oxygen in the environment is required. However, if
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Fig. 1.5 Typical steady state response of chemoresistive gas sensor.

the temperature is very high, too many oxygen ion bonds are formed, which inhibits the

bonding with further oxidizing gases due to a lack of suf�cient non-oxidized active sites

remaining. On the other hand, relatively low temperatures will hinder the formation of bonds

with reducing gases, as these require the presence of oxygen ions, which are activated only at

higher temperatures [35].

Lastly, water molecules are highly reactive and can in�uence the active sites of a sensitive

�lm [ 36] directly or indirectly, causing changes in the conductivity of the material. Since

humidity is rarely the analyte of interest, it is necessary to understand how the sensor responds

to changes in humidity, as these can either limit the sensor's response or produce a response

similar to that from an analyte. Therefore, evaluating the effects of humidity on these types of

sensors is particularly important.

Gas detection with chemoresistive sensors is therefore achieved through changes in sensor

conductivity. In order to optimize a sensor, one can adjust either the sensitive material, its

doping level, crystalline structure, nanostructure, or even the activation temperature, which

can catalyze certain reactions over others.

1.4 Calibration of Chemoresistive Gas Sensing

1.4.1 Sensor Response

Based on the information presented in Sections 1.3 regarding the functioning principle of

the sensitive �lm, it is now possible to examine more closely the type of response expected

from a chemoresistive sensor. The typical resistance response of the sensitive �lm observed

resembles the curve shown in Figure 1.5, with exponential responses in the presence of analyte
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injections. From the shape of the response, several properties can be de�ned that objectively

describe the characteristics and performance of a given sensing material. Three different

phases can be recognized, the initial resistance in absence of analyte, a transition state, and a

steady state when the sensor is stable in presence of the analyte. The initial resistance value,

when the sensor is in contact only with synthetic air (80 %N2 and 20 %O2), is typically

called the baseline. This baseline provides a reference value for the electrical properties of the

sensor, which can then be compared to its behavior in the presence of different concentrations

of the target gas.

The �rst properties that can be observed are the response time and the recovery time,

de�ned respectively as the time required for the resistance to reach 90% of the steady state

value. Instead, the recovery time is de�ned as the time needed to reach from 10% of steady

state resistance from the steady state condition. They can be measured in the following way.

t resp= f t j R(t) = � (Rss� R0) + R0g t rec = f t j R(t) = 0:1� (Rss� R0) + R0g (1.9)

WhereRss is the resistance obtained in the steady state, whileR0 is the baseline resistance.

These parameters provide an indication of the dynamics of the reactions and allow a more

precise understanding of the temporal limitations of a given sensor, which inherently has a

delay in response to sudden changes in gas concentration. Such values may be less critical

for applications in which the goal is to measure gas concentrations that change gradually, for

example as in air quality monitoring, where sharp changes in concentration are uncommon.

However, they can be crucial in applications such as gas leak detection, where rapid response

is required.

Typically, to evaluate the response of a sensor to a particular analyte concentration, the

steady state value is measured—if the gas exposure is suf�ciently prolonged to allow the

sensor to reach it. Otherwise, the value is estimated based on the response curve, assuming it

follows an exponential pattern.

Another fundamental aspect to consider is the return to baseline after gas exposure. This

parameter is fundamental in various application to determine the time needed for the sensor

to return in its baseline condition to be ready for the subsequent measurement. However,

the target gas or some interfere gases present in the environment might have poisoning

effects, such asSO2 [37], on the surface of the sensitive material, forming bonds with the

semiconductor that are not reversible, at least at the selected activation temperature of the

sensor. It is essential to be aware of which gases or compounds may have a permanent effect

on the chosen semiconductor surface and to carefully assess whether the intended application

might expose the sensor to such compounds.

Thus far, the discussion has focused on the activation temperature of the sensor, which

allows for the formation of bonds with oxygen present in the air. This, in turn, enables

subsequent reactions with gas molecules of interest. For these sensors the activation is

managed by an on-site microheater [38].
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For thermal activated sensors, the micro hot-plate is typically composed of a metallic

serpentine coil connected to two electrodes, which allows for control of the applied voltage

while simultaneously reading the resistance of this component. The temperature of the

sensitive material is then controlled using the thermoresistive effect of metals, which links

changes in temperature to changes in its resistance. For pure metals, the following relationship

holds:

r (T) = r 0 �
�
1+ a � (T � T0) + b � (T � T0)2�

(1.10)

wherer (T) is the resistivity of the metal at the temperatureT, r 0 is the resistivity at

temperatureT0, a andb are instead temperature coef�cients of resistivity that are experimen-

tally obtained and tabulated for various sensing materials. It is therefore possible to control

the temperature of the micro heater by applying different voltages, that in turn modify the

resistance of the coil. The main drawback of this approach arises when, for any reason, the

purity of the material is compromised. Since the tabulated values depend on the material

of the serpentine coil, any in�ltration of secondary elements can alter its thermoresistive

properties. This can happen in various ways but the main one are related to defects during the

micro hot-plate deposition or throughout the operational life of the sensor. This contamination

can result in a loss of control over the temperature to which the sensitive material is exposed,

increasing its drift over time.

1.4.2 Sensor Evaluation Parameters

One of the �rst step typically taken to evaluate the characteristics of a sensor is to assess

the magnitude of the response in the presence of a stimulus, represented by a given analyte

concentration. Since the measurement involves the resistance of the sensitive �lm, it is

af�icted by issues related to the reproducibility. This property can be often in�uenced by

factors such as changes in the thickness of the deposited �lm, the number of defects of

the sensitive material, differences in its deposition process or even slight differences in the

activation temperatures.

To mitigate these issues, it is common practice to de�ne a reference value called the

baseline of the sensor, which corresponds to its resistance in the presence of clean air, or

even synthetic air, to ensure consistency in de�nition. This value, denoted asR0, or baseline

resistance, serves as a reference for comparing the resistance of the sensor when exposed to

different concentrations of compounds. The response of the sensor to a concentrationC of the

analyte can be de�ned as follows:

S(C) =
R(C) � R0

R0
or S(C) =

R0

R0 � R(C)
(1.11)

whereS(C) is called the sensor response at a �xed concentrationC of the target gas. The

correct de�nition is chosen between the two versions to keep the response greater than one

depending if we are measuring an oxidizing or reducing compound with a n-type, or a p-type,

gas sensor. In this way, what is obtained is a pure number, which should be close in value for
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sensors with the same sensitive material activated at an equal temperature. This de�nition

should help increasing the generalization capability of a sensing material.

The second fundamental property is the repeatability of the measurement. This is typically

tested by repeating the same measurement at the same concentration maintaining the sensor in

operation for a period between measurements, or by introducing an intermediate step with a

different concentration. The maximum difference in response between repeated measurement

provides information about the repeatability of the measurement.

By probing the sensor response at different concentrations of the analyte, it is possible to

produce a calibration function that �ts the collected data points. Typically, for chemoresistive

gas sensors, the resulting calibration function takes the form of a power law, where the

response depends on the target gas concentration [20]. This is obtained from the Langmuir

equation, which describes the adsorption of molecules on a solid material, assuming that the

adsorbate behaves as an ideal gas under isothermal conditions [39]. It describes the relation

between the partial pressure of the gaspA and the number of occupied surface states on the

semiconductor:

qA =
KA

eqpA

1+ KA
eqpA

(1.12)

whereqA is the fraction of surface states occupied by the adsorbateA with respect to the

total number of active site on the surface of the semiconductor. Instead,KA is the Langmuir

constant, which depends on the type of gas, the sensitive material used, and its activation

temperature. The occupied sites in�uence the density of the charge carriers, thus altering the

resistivity of the material. The relation can be explored through the following equation.

R= R0(1+ aq ) = R0(1+ a
KA

eqpA

1+ KA
eqpA

) (1.13)

Wherea is a constant that depends on how sensitive the material is to the selected gas,

while R0 represents the resistance of the material in the absence of the analyte, or its baseline.

From the equation, three distinct conditions can be noted:

• if KA
eqpA is much smaller than one, the equation becomes linear,

• if KA
eqpA is very large, all the available surface states are occupied and the semiconductor

is chemically saturated,

• in the intermediate case the expression can be partially simpli�ed by assuming that the

result is(KA
eq� pA)n, where n depends on the speci�c conditions being studied.

In real conditions, the sensor typically operates in the intermediate state, where the gas

concentration is not low enough for a linear relationship, nor high enough to reach chemical

saturation.

For this reason, it is generally impossible or unlikely to directly apply linear or multilinear

�ts to the raw data obtained from the sensor resistances. Another important observation is

that the resistanceR depends on its baseline resistanceR0, which justi�es using the sensor
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response normalized to a �xed baseline rather than using the raw resistance value directly as

it was de�ned in Equation 1.11, the obtained equation is the following.

S(C) = a�Cb (1.14)

The parametersa andb can be obtained from the optimization of the �t. This approach

is used to calibrate sensors, with additional linear terms to account for parameters such as

humidity and air temperature, which are effective interferents in the sensing activity of the

analyte concentration. The power law is commonly used because the number of active sites

available on the material to form bonds with gas molecules is limited. As the concentration of

the target gas increases, the available sites approach saturation, and changes in conductivity

become progressively smaller until the material active sites are fully saturated.

Based on the calibration function, it is possible to de�ne additional characteristics that

quantify the properties of the sensor. One of the most important characteristics is sensitivity of

the sensor, which can be obtained by taking the �rst derivative of the calibration function with

respect to variations in the analyte concentration. It is interesting to note that, being the �rst

derivative of a function, if the calibration function is linear, the sensitivity will be constant.

In contrast, if the calibration follows a power law, the sensitivity will vary depending on the

concentration of the selected analyte. Generally, sensors are more or less sensitive to a gas

not only based on the type of the gas considered and the sensing material used but also on the

concentration range of that gas that is present in the environment.

An additional fundamental parameter is the limit of detection (LOD), which represents

the minimum concentration measurable by a sensor. It is typically de�ned as the value that

deviates more than three times thes from the baseline, wheres is the standard deviation

of the baseline resistance [40]. This de�nition allows the smallest measurable response to

be de�ned, which can be converted into a concentration value by applying the inverse of the

obtained calibration function. Concentration values above this limit are considered indicative

of the presence of the target gas, while values below this limit are considered indicative of the

absence of the analyte.

Among other noteworthy parameters is the resolution of the sensor, which measures the

smallest detectable increment in concentration that the system can distinguish. An estimate of

the value can be obtained by evaluating the noise on the resistance measurement at a given

concentration. That range is evaluated through the calibration function calibration error range

is obtained. The resolution corresponds to two times that calibration range. If the calibration

function is not linear, similarly the resolution will not be constant for different values of gas

concentration. It is important to note that both the resolution and the limit of detection are

linked to the entire measurement setup, not just the sensor itself, as the resistance variation

must be signi�cant enough to be measured by the instrumentation. The resolution depends

also on the range of concentration of the target gas. Different concentration ranges can lead to

different values of the resolution of the sensing platform. An improvement of the resolution

could be achieved in two ways, either through an optimization of the sensor, or by improving

the electronics read out.
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Fig. 1.6 Sensing material response to various compounds, reprinted with permission from
[41].

1.4.3 Sensor Qualitative Properties

There is also a second category of sensor properties that can not be de�ned through a number

an so they are called qualitative. Among these, the most important class of characteristic are

the one related to the interferents as they impact the selectivity of the sensor. Two different

types of interferent effects can be identi�ed: the �rst class consists of substances, such as

relative humidity or other compounds, that interact directly with the sensor and cause a

response unrelated to the presence of the target analyte for the intended application. In the

second case the interferent can catalyze or inhibits of the bonds between the analyte and the

chemoresistive gas sensor. It modi�es the sensor's signal to variation of the concentration

of the analyte, leading to a distortion of the calibration function compared to the response

observed in the absence of the interferent. The most common case is a combination of the

two effects.

For both cases, a property called selectivity is de�ned, which indicates how strongly a

sensor responds to a single chemical species or how speci�c the response is in the presence

of other interfering species. This property could be evaluated in terms of response ratio,

between the response to the desired analyte and the one obtained to the main interferents

present in the application. The maximum value obtained can be used as a measurement,

an example is proposed in Figure 1.6. Currently, this remains largely an unresolved issue

from a hardware perspective. Even in the latest studies on sensitive materials, exploring

various doping strategies and operational temperatures, it has not been possible to develop a

sensor that is exclusively selective towards a single gas, for example the VOCs interfent to

measurement of Carbon Monoxide (CO) [42]. At best, the sensors developed are selective

towards a group or class of compounds. This underscores that a single sensor, on its own, will
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rarely provide reliable measurements of a single gas in a complex environment; rather, it will

generally re�ect an overall chemical composition.

Another important property of this type of sensors is their stability over time and the drift

in their responses. Stability can be measured in several ways, such as the average lifetime of

the sensor, the frequency of required maintenance, or the overall drift of the response that the

sensor might experience.

Generally, two speci�c types of drift are observed: short-term drift and long-term drift.

Short-term drift typically occurs after the sensor is powered on, with the duration varying

depending on the material used and the activation energy applied. The second type, long-

term drift, is due to the aging of the sensitive material [43]. This represents an irreversible

transformation of the material's electrical, chemical, or thermal properties and can involve

both the sensitive material or the micro hot-plate that is used to thermally activate the sensor.

Generally, long-term drift results in monotonic, unidirectional changes in sensor behavior.

While short-term drift is relatively easier to study, long-term drift is much trickier because it

involves changes that may occur months or even years after the sensor is deployed, requiring

very long-term studies for proper characterization [44].

In conclusion, there is no such thing as a perfect sensor in absolute terms. Instead, different

characteristics are preferred depending on the speci�c application. It is essential to have

a deep understanding of both the analyte to be studied and the environment in which the

sensor will be deployed. Another fundamental aspect to be considered is the one related to the

electrodes con�guration, the microheater shape and the electronic read out. This collective

knowledge allows for the best possible selection of the characteristics of the sensors to be

installed inside sensing platform.

1.5 Applications

Regardless of the efforts made with different hardware techniques to minimize the impact of

unwanted substances affecting the chemoresistive sensor signal, the issue of selectivity is only

partially solved. Consequently, when creating calibration models for gas sensors to predict

the analyte concentrations, its accuracy suffers due to interactions between the sensitive

material and interfering gases, as well as variations in air properties like temperature and

humidity. To address these challenges, one possible approach is to apply statistical technique

to mitigate the problem through the preprocessing of the response obtained. The main strategy

employed is to attain this objective through the inclusion of additional variables, providing

further information to differentiate the response of the target gas from the environmental

background noises. This outcome can be realized through various methods. One approach

involves utilizing an array of sensors with different sensing materials rather than relying

on a single sensor. Another method entails employing temperature modulation to collect

uncorrelated measurements from the same sensor under different activation conditions. One

last technique to be cited is to study a chemoresistive gas sensor by measuring its impedance

instead of its resistance.
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Aside from the hardware approaches described, numerous algorithms have been explored

in the literature to extract the most accurate information about gas concentrations in the

environment [45], [46], [47]. Two primary approaches emerge: one aims to maintain a clear

correlation between sensor response or resistance and analyte concentration, while the other

treats the experimental setup as a black box, resulting in a less interpretable relationship. In

the former approach, multivariate analysis techniques such as multi-linear or curve �tting

are typically employed [48]. These techniques aim to transfer theoretical knowledge or

insights gained from the sensor operation into the analysis. In contrast, the latter approach

utilizes advanced machine learning techniques. However, a non negligible drawback of these

algorithms is the dif�culty in interpreting the resulting model.

Certain other factors to take into account include the intended application of the studied

sensors, as this signi�cantly affects both the importance of achieving the desired measurement

accuracy and any constraints on selectivity. Furthermore, it's essential to assess the overall

price of the measurement platform to be constructed. This aspect is particularly intertwined

both with the calibration method used, and its computational demands, and with the power

needed to operate the device. More complex methods, for instance, will necessitate more

powerful processors for their implementation, especially when compared to much simpler

multivariate techniques. At the same time a more extensive sensor array can negatively impact

the power consumption of the complete device, affecting its possible application. Both of

this, in turn, can have implications for the overall price of the platform and warrants careful

consideration during experiment design. Additionally, an abundance of inputs, aimed at

reducing contributions from interferents, can add computational complexity to the calibration

function. Therefore, it's crucial not only to increase dimensionality to obtain more accurate

environmental information but also to reduce this data load while striving to preserve the most

important characteristics of the dataset.

1.5.1 Sensor Arrays

One of the most common uses of chemoresistive sensors is their integration into sensor

platforms that typically use an array of sensitive materials. The objective is to leverage

the different selectivities and sensitivities of various materials to reconstruct the chemical

composition of the environment, or even just to determine the concentration of a single analyte

of interest. Within a sensor array, there can be both different sensitive materials—taking

advantage of their cross-selectivity—and identical materials to ensure the continuous operation

of the platform even in the case of a sensor failure.

A sensor array provides complex information, composed of individual responses from the

sensors installed. Their combination can be used to conduct studies in environments more

complex than those typically observed in laboratory settings.

A sensor array combined with advanced response processing techniques is also referred

to as an electronic nose. This type of sensing platform is commonly used to identify and

classify odors and complex aromatic pro�les. These can, in turn, be used to identify the type

of compound present and determine its concentration. The applications are varied, ranging
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from environmental monitoring [49] to precision agriculture [50] and quality control of food

products [51], [52].

1.5.2 Temperature Modulation

Another possible way to overcome the selectivity problem is by measuring the sensor response

while modulating the activation temperature in a known way. This is achieved by applying

a controlled heating and cooling cycle to the sensitive material during its operation. In

this manner, the aim is to identify how the sensor response varies at different activation

temperatures. This is because, as explained in Chapter 1.3, adsorption reactions require a

certain activation energy, which is de�ned by the speci�c gas under study. By modulating the

temperature, it is theoretically possible to observe at which temperatures different reactions

are activated.

Temperature modulation also affects the rates of the reactions; at high temperatures,

reactions are generally faster compared to those at an optimal lower temperature, while at very

low temperatures, they may be signi�cantly slowed down or even inhibited due to insuf�cient

energy. The primary goal of applying temperature modulation is to gather more information

and to obtain a dynamical response from a single sensor, thereby improving both its selectivity

and measurement stability [53].

However, there are limitations to this approach. These limitations origin from the need for

a much more precise microheater, which must be extremely stable and capable of operating

across a wide temperature range [54]. In addition to the micro hot-plate, attention must also be

paid to the layers that are in direct contact with it to ensure that the materials are as unaffected

as possible by the continuous heating and cooling cycles. In this case, any drift in the heater

electrical characteristics, such as its electrical resistance, would have signi�cantly greater

consequences than those caused by regular thermally activated usage, as it would impact the

temperature across the entire measurement cycle. Additionally, because the measurement is

typically obtained after a complete heating and cooling cycle of the sensor, the system tends

to have slower measurement response times.

1.5.3 Impedance Spectroscopy

A recently explored way to gather more comprehensive information from a single gas sensor

is to measure its impedance instead of just its resistance. This is done through a measurement

technique known as impedance spectroscopy. Impedance spectroscopy measures the response

of a device by applying a low-intensity alternating electrical stimulus and varying its frequency,

thus obtaining detailed information about the electrical characteristics of the device [55]. This

technique allows for the measurement of different contributions, speci�cally both its resistive

and capacitive components.

Impedance spectroscopy, therefore, makes it possible to gather a wide range of information

from a single sensor. This is done with the goal of making the sensor more selective and

improving its response. There is indeed evidence in the literature suggesting that, at certain
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frequencies, the variation of impedance components as analyte concentrations change is linear

[56], making this type of sensor much simpler to calibrate and apply in theory.

However despite the increase interest in these kind of these measurement techniques

applied to chemoresistive sensors, there are no reports of its application beyond controlled

laboratory conditions. Among its limitations is the need for a complete redesign of the

measurement electronics and a signi�cantly more complex experimental setup compared to

that typically used for standard measurements of resistance.

Equally important is the central role of data analysis. The interpretation of collected data

is not straightforward, and among the various applicable techniques is the Nyquist plot, which

can help distinguish between different physical and chemical phenomena. In conclusion,

impedance spectroscopy represents a potential future development for measurements per-

formed with chemoresistive sensors, offering better control and understanding of drift and

helping to develop sensors with improved performance even in complex environment with

various gas present at the same time.





Chapter 2

Calibration Methods

2.1 General Calibration Scheme

The development of a sensing platform based on chemoresistive solid-state sensors is a rather

complex procedure, as it is essential to minimize the disadvantages highlighted in Section 1.4,

such as the cross sensitivity and the time drift of the response. In particular, it is crucial to

address the issue of selectivity in the best possible way before beginning the measurement

campaign. Therefore, the optimal protocol for building a sensing platform and carrying out

its calibration starts with the selection of the sensitive material to be included in the platform.

In the literature, this initial step is performed in the laboratory through careful studies

of various materials whose properties have been thoroughly investigated, such asSnO2 [57]

or ZnO nanorods [58] or WO3 [59], or sensitive material speci�cally developed for the

intended application. Once the sensors have been produced and characterized through various

measurements—such as X-ray Photoelectron Spectroscopy (XPS) [60], Raman spectroscopy

Technique [61], and other analyses [62]-a more in-depth investigation of their sensitivity to

the target or interfering compounds is carried out. This procedure identi�es the most suitable

sensing material and its optimal operating temperature for monitoring the target gas as well

as the main interfering gases present in the chosen application. Typically, the goal is to build

an entire sensor array whose responses to different gases are not linearly correlated as the non

linearity can lead to a decrease of overlapping information obtained from the environment.

However, for testing purposes it may be a good idea also to deploy more than one sensor

with the same sensing material, to check the generalization capability of the model in a

complex environment. This approach is particularly interesting if the sensing properties in the

laboratory prove exceptionally promising or if the potential interferents in the application are

not known in advance.

Once the optimal sensor array has been selected from the laboratory measurements, an

initial calibration model of the sensor array is obtained, providing a preliminary benchmark

for the more precise calibration performed in the �eld. This initial model cannot be overly

complex, due to the limited amount of data that can be collected in the laboratory, mainly

due to time and cost constraints. As a result, the calibration function often proves to be

not particularly effective when applied in real-world conditions. This is mostly because the
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environment is affected by a plethora of different compounds, their distribution can never be

completely reproduced accurately in the laboratory. Moreover the atmospheric parameters are

also impacted by daily and seasonal non trivial trend.

In the �eld, the optimal approach is to place the sensing platform as close as possible

to a certi�ed monitoring system that can provide a precise gold standard to train the more

detailed second calibration of the deployed platform [63]. During the data collection phase,

attention must be given to the preprocessing of the obtained data in order to identify malfunc-

tions—whether expected or unexpected—that could affect individual sensors or the entire

installed platform. Being able to recognize these issues and address them quickly allows for a

more homogeneous dataset and to be able to address readily the possible problem affecting

the sensing platform, preventing data loss and thereby facilitating the calibration procedure.

Additionally, with more data available and after the preprocessing phase, more sophis-

ticated algorithms can be applied [64]. An extremely important step at this point in the

validation of the sensing platform is the choice of the algorithm to be applied. It is essential

to keep in mind both the characteristics of the environment in which the platform is being

deployed and the basic properties of the chosen machine learning approach, in order to

leverage its strengths while also being mindful of the limitations each algorithm may entail.

Often, it is useful to try applying multiple models simultaneously to understand how the result

is affected by the algorithm choice and to determine which one is the most effective for the

speci�c application.

Once the algorithm is selected and trained, its effectiveness can be tested in multiple ways,

such as: by keeping the platform in the same site and comparing it with the certi�ed sensor

benchmark, or by applying the model to a second platform deployed in another position, in the

same city on in a completely different environment. After obtaining the result of this test, the

�nal step is to integrate the developed model into the sensor hub or a convenient dashboard

[65] so that the data collected from the platform is easily accessible, and the information is

comprehensible and readable by the community.

2.2 Laboratory Calibration of Chemoresistive Sensors

2.2.1 Calibration Setup and Protocols

In order to obtain an objective evaluation of sensor capabilities in the presence of different

concentrations of target gases, it is essential to have a dedicated experimental setup that allows

for the standardization of the procedure, ensuring that the measurement is replicable across

different laboratories [66]. To achieve this result, the setup is typically divided into four main

components: gas sources, �ow meters for gas mixing, test chamber, and data acquisition

system.

The compounds, either stored in certi�ed gas cylinders or produced in loco in real-time

using a suitable and calibrated generator, are used as gas sources and are pumped in a

controlled and programmable way through an appropriate pneumatic system managed by �ow

meters. The combined �ow from the cylinders is then directed into the test chamber via te�on
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tubes. To determine the gas �ow requiredF to have a controlled concentrationC of the target

gas in the chamber, the following equation can be utilized:

F =
Ftot �C
CGas

(2.1)

whereFtot is the total in�ux in the testing chamber, andCGas is either the gas concentration

in the bottle (certi�ed by the supplier) or the controlled concentration of the analyte generated.

The entire gas �ow is directed into the test chamber, which has a �xed volume and is

placed inside an incubator to maintain a stable temperature. The test chamber and its shape

needs to be studied in detail to obtain the best �uid dynamic results. The best condition is

obtained with a laminar �ow of the air inside the test chamber and with homogeneous �ow

over the region of the installed sensor. The dimension of the chamber therefore need to take

into account that the air inside can be replaced to ensure a stable condition. The incubator can

also allow temperature control measurement to monitor its in�uence on the sensing material.

The circuit used for measuring the resistance of the sensor is based on an operational ampli�er

(OA). It enables the measurement of resistance even at low current levels. The response can

therefore be de�ned using the formula given in Equation 1.11.

The data acquisition software needs to be able to manage the �ow meters, allowing for

the scheduling of a complete and complex measurement. This includes determining the

possibility to de�ne the duration of individual measurement steps as well as the desired gas

concentrations in the chamber. Moreover, the same software or an additional one needs to

acquires the resistance values of the sensors in the chamber while also controlling the heater

resistance that �xes the working temperature of the sensors.

Temperature and humidity sensors are typically included in the chamber, as these are

known interferents of the chemoresistive gas sensors. The measurements are performed in

dry air, using synthetic air stored in certi�ed gas cylinders (80%N2 and 20%O2). A �xed

and controlled amount of this air can be directed to a gas bubbler partially �lled with distilled

water to simulate various humidity conditions.

Each sensing material is then tested using a routine involving different concentrations of

the target analyte, conducted in two distinct ways: either by applying a monotonic increase in

the concentration of the target gas to be studied, or by returning to the baseline after each step

of the concentration injection. The �rst approach is typically used to optimize the length of

the laboratory calibration, while the second is normally used to monitor the stability of the

measurement and the return to the baseline stable condition from different gas concentrations.

A stable return to the baseline value is crucial for the sensing material application in a complex

environment as it will become quite dif�cult, if not completely impossible, to monitor the

value of the baseline.

The individual steps are usually selected to be representative of the operating conditions

of the appointed application. However, the concentration are constrained by two main factors:

the capabilities of the mass �ow controller and the gas concentration contained in the gas

cylinder. The mass �ow controller, in fact, has both a maximum �ow range and a minimum

�ow range, which is typically indicated as 5% of the maximum value. It is generally advised
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not to go below this limit, both due to the instability that can occur in the �ow and the accuracy

of that value.

Measurements of this type are commonly used to determine some of the sensor character-

istics described in Section 1.4, such as the sensitivity of the sensor to the selected analyte, the

stability of the sensor's response through repeated measurements at the same concentration,

and the return to baseline stability during and after the completion of the measurement cycle.

In addition to measuring the response to various concentrations of the target gas, this

preliminary phase also typically involves studying the behavior of the sensors in the presence

of major interferents that may be found where the technology will be applied. Humidity

and temperature may be included among the interferents [67], even if the latter is typically

not heavily considered during the calibration phase in the laboratory. This is because it is

expected to have a minimal impact on sensor response, and because changing the temperature

of a test chamber in a controlled way can only be achieved if it is placed in an incubator.

While the ideal approach would be to conduct tests using random concentrations of

all gases expected to be present in the �nal application, this approach is often impractical

due to time constraints. Another restriction is due to non-negligible reaction times and the

limited availability of gas cylinders and mass �ow controllers. Instead, the cross sensitivity

of the sensing material can be tested in two main ways. The �rst is the comparison between

the response of the target analyte compared to the other compounds [68]. The second is

to study how the concentration of a given interferent present in the air affect the sensor

response of a step change of concentration of the target gas [47]. These approaches provide

an estimate of the response contribution from the individual interferent and how it may impact

the measurement of the target gas for the speci�c application.

2.2.2 Data Preparation

The data are collected under ideal conditions with a controlled constant �ux of air mixed with

the chosen concentration of different compounds. It is therefore not expected to �nd issues

regarding the condition of the chamber. The only factor that requires particular attention is the

possibility of sensor response saturation. This is typically not related to a chemical saturation

of the sensing material, but rather due to the read out system. Speci�cally, this can occur if

the measurement system can read a resistance within a �xed range [69]. This range is de�ned

by the reference resistance used to measure the resistance of the sensing material, its value

de�ne the minimum and maximum measurement that can be read by the system.

To mitigate this issue, various solutions are available. The most effective approach is

to use a digitally adjustable variable resistors [70]. This solution uses a not �xed reference

resistance. By adjusting the load resistance dynamically, the system can maintain an optimal

response level and an optimal resolution, reducing the risk of reaching saturation even within

a complex environment with extreme variability of concentrations. Instead, if the reference

resistance cannot be changed its value needs to be optimally chosen.

In the event that response saturation still occurs, the maximum concentration of the

pollutant that the measuring system is capable of detecting before it exceeds the measurable
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Fig. 2.1 Calibration measurements collected in laboratory condition.

range needs to be recorded. This is analogous to the limit of detection (LOD) discussed in the

Section 1.4 as response saturation compromise the sensing capability of the unit, leading to

unreliable predictions of gas concentration. Again, it is important to note that this limit is not

an intrinsic limitation of the sensor itself but of the deployed entire measurement system.

Once the data have been collected—typically as shown in Figure 2.1—it is necessary to

select the data that are truly of interest to build a calibration function. In this context, we can

take advantage of the fact that chemoresistive sensors are steady-state sensors. Therefore, the

most relevant section of the response is the �nal portion of each target gas injection, as this is

the closest to the steady-state condition. This phase is extremely important as it is the one that

approach the steady state and it is therefore not affected by the previous situation.

To help mitigate noise-related errors in the measurements, the last ten measurements

before the subsequent gas injection are selected. As a white noise can be present in those

measurement both due to the instability of the sensor and the resolution of the read out, an

aggregator may be able to reduce the �uctuations. In this case the median aggregator may

be an optimal solution, being an aggregator that is not sensible to outliers. It should be

noted, however, that each gas exposure that typically lasts from half an hour to an hour is

effectively condensed into a single useful measurement point for calibration purposes. This

helps to clarify why laboratory measurements are often so limited: both due to the complexity

of recreating speci�c conditions and due to the non-negligible time required to make an

observation. Different approaches have been tried to overcome these limitations, such as

considering the dynamic of the sensor response, to shorten the length of the measurements

and to improve the sensor response. However, the most used method is still to use the steady

state condition.
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2.2.3 Calibration Technique: Curve Fitting

Once the data have been obtained under laboratory conditions, the next step is to derive an

initial calibration curve. Since the response function has a well-de�ned and known form

in advance as described in Section 1.4, the approach typically used to de�ne a calibration

function in the laboratory involves applying a curve �tting technique. This is used to estimate

the real calibration function of the sensor in the presence of the analyte. Another option to

be considered is applying a logarithmic transformation to both the gas concentration and

the sensor signal. Applying a logarithmic transformation linearize the expected power-law

relationship, making it easier to use traditional linear regression techniques.

One important note to consider in de�ning the calibration function in laboratory condition

for gas sensors is that the gas concentration is the independent variable. The concentration is

�xed by the condition given to the mass �ow system. The dependent variable is instead the

the sensor resistance, or its signal.

However, if a more complex situation needs to be described, for example taking into

account the interferents, a curve �tting approach may be used. This algorithm is employed

to �nd the parameters of a known class of curves that best �t the given data. Just like a

linear �t, this approach assumes that the true calibration function resembles a particular class

of functions that is de�ned initially. The initial information is obtained by exploiting prior

theoretical knowledge of the problem. In this case the knowledge of the Langmuir equation,

described in Section 1.4, and of various studies on the performance of chemoresistive sensors

available in the literature. Therefore, the class of functions to be investigated is the following.

S= b�Ca + c� RH%+ d � T + e (2.2)

The goal of the curve �tting process is to determine the parameters of the function, from

a to e. Their optimal value is �xed through an iterative process. First thing the expected

signalŜ is obtained with the �xed values of the parameters (a0 ,b0 ,c0 ,d0 ,e0) using all the

data collected. That value is then compared to the actual measured value S. From these values

a function can be de�ned that is used to optimize the value of the parameters. That function

is called loss function and it can be speci�ed in various way, one example is the sum of the

squared errors (SSE):

SSE=
n

å
i= 1

(Si � Ŝi)2 (2.3)

wheren are the training data that we are using,Si are the measured sensor signal, whileŜi

is the expected sensor response from the model. As theŜare functions of initial parameters,

also the loss function depends on their value. The objective is to �nd the value of the

parameters that minimize (or maximize depending on the function chosen) the loss function.

The minimization of the loss function leads the algorithm toward becoming closer to the

actual true calibration function that is unknown. Clearly, since the complexity of the function

that is de�ned depends on the number of its free parameters, it is necessary to have at least

as many calibration points as the number of free parameters in the function, ideally more.
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Otherwise, the function will pass exactly through the points obtained during the calibration

phase, without being suf�ciently generalizable for performing extrapolation or interpolation.

The loss function can be minimized using various algorithms. Since the optimization

problem is non-linear, there is no single solution that can be computed directly; therefore, it

is necessary to apply an iterative method to �nd a minimum. Among the various algorithms

used, the most common for this type of model is the Levenberg-Marquardt method [71],

which combines two well-known algorithms.

The �rst part assumes that the loss function becomes linear around its minimum, using a

�rst-order Taylor approximation to simplify the complexity of the optimization problem. This

approach is similar to the Gauss-Newton algorithm [72], which works well when the function

is nearly linear near the optimal solution.

The second part is based on gradient descent [73], where the partial derivatives of the

loss function are calculated with respect to each free parameter, obtaining the gradient. The

parameters are then updated based on their previous value, moving in the direction of the

negative gradient. This approach allows for slower but more reliable convergence when the

function is highly non-linear or the problem is complex.

The Levenberg-Marquardt algorithm switches from one to the other approach depending

on how close it is to the convergence. The algorithm reaches its end when the convergence is

achieved, in other words when the loss value becomes smaller than a pre-de�ned threshold.

Since the true shape of the data distribution function is generally unknown, it is possible

that, regardless of the runtime of the curve �tting process, this convergence condition may

never be reached. This may indicate that the chosen �tting function is unsuitable for accurately

�tting the data collected in the problem or that a different optimization method may be

required.

Once the calibration function is obtained it can be used to obtain all the different parameters

that were described in Section 1.4 giving a full characterization of the material sensing

properties.

2.3 In-situ Calibration of Chemoresistive Sensors

2.3.1 Setup Preparation

For measurements conducted under controlled atmospheric conditions, the importance of the

measurement setup mainly revolves around the calibration of the mass �ow controllers. This

allows for control over the �ow of synthetic air and of the various compounds. However,

for �eld measurements, a more in-depth discussion needs to be conducted regarding the

electronics used for sensor read out. In the literature, there are numerous examples of how

this can be implemented, but some key characteristics must be present.

Most setups deploying chemoresistive sensors include commercial temperature and hu-

midity sensors. Those two quantities are signi�cant interferents for chemoresistive gas sensors

and at the same time those commercial devices are widely available and relatively inexpensive.
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Fig. 2.2 Example of a complete sensor platform with highlighted components.

Their inclusion allow the monitoring of those additional variables during the whole experiment.

By including them those two variable can be monitored during the whole experiment.

It is also worth talking about the sampling frequency for data collection. Depending on

the speci�c application, a different sampling frequency may be required. For example, a high

data collection rate may be critical to detect a toxic gas leak as soon as possible. On the other

hand, there are applications that do not require fast sampling due to slow accumulation and

emission of gases, such as environmental monitoring.

Another important consideration regards the type of noise expected to be observed, taking

into account the whole system. If a high level of white noise is anticipated—stemming from

various sources, including the read-out electronics—it might be useful to temporarily sample

at higher frequency a certain number of data points and save their mean or median value.

This strategy can help �lter out noise from the measurement system, assuming that the noise

primarily consists of white noise.

The measurement chamber must also be equipped with a device capable of locally storing

data and/or a system that can transfer data either through a Wi Fi connection or LoRaWAN

communication technologies [74]. Those data can be saved inside a server to ensure that

no data is lost, and that every information is correctly preserved. To ensure the stability of

the measurement and to avoid the possible data loss, redundancy is often suggested with the

data saved both locally and at the same time sent online. Optionally, a microprocessor can

be programmed and incorporated to directly apply one or more calibration functions, such

as the one obtained in the laboratory, thus allowing the system to directly output an initial

estimate of the concentration of target gas, or gases. An example of a sensing platform can be

observed in Figure 2.2.

Since this phase will require to perform an in situ calibration, the platform can be equipped

with a certi�ed or commercial sensor, providing a reference for the calibration method.

Alternatively, the platform can be placed in a location where certi�ed sensors are already

present, such as those used by the environmental protection agencies, ensuring the reliability

and accuracy of the collected data.
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Relying on a certi�ed gas sensor is the most common and solid route, as the commercial

gas sensor may have similar problem as the gas sensor that you want to calibrate and may

require additional calibration themselves. Commercial gas sensor are often used to provide

a rough estimate of the air quality but may lack the precision required for accurate concen-

tration measurements as they may suffer from similar shortcomings as the one affecting the

chemoresistive sensors.

2.3.2 Data Preprocessing

2.3.3 Dataset Collected

Since the speci�c structure of the resulting dataset is highly dependent on the measurement

setup used, a brief description will be given of both the minimum necessary information it

must contain and a quick outline of the additional information can be included.

The data that must be contained within the obtained dataset concerns the resistance of

each of the installed chemoresistive sensors, recorded together with the time at which the

measurement was read. Together with this, it would also be recommended to record the

condition of the micro-heater to get a precise idea of the sensor's activation temperature. This

data can be recorded either with the same frequency as the data on the sensitive material, or

with a longer sampling rate.

With the same sampling rate as the sensitive sensor data, however, all information on

additional sensors within the sensing platform unit should be sampled, and can include, for

example, commercial humidity and temperature sensors.

Error Handling

Once the data have been collected, and access to the dataset is available—either remotely or

directly on-site—the �rst step in the data analysis process is to perform an initial preprocessing

of the obtained data. The �rst preprocessing step is necessary for various reasons, but primarily

to identify any malfunctioning chemoresistive sensors. Faulty sensors can be identi�ed in

several ways:

• The simplest indicator of malfunction is related to response saturation. Whether this

saturation is due to issues with the read-out system, a chemical saturation or an actual

failure of the sensor, a saturated sensor provides no useful quantitative information

about air quality. From the moment the sensor begins to saturate until it returns to

measurable values, no reliable data can be collected.

• The heater saturation is frequently linked to the �rst problem. This scenario is typically

observed in chemoresistive sensors where the heater has malfunctioned. When this

happens, the sensitive �lm isn't activated and its resistance drastically increase becoming

extremely resistive, which places it outside the measurable range for the reference

resistance. Essentially, the heater's failure directly affects functioning of the sensor.
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• If the sensor shows sudden resistance jumps, they can be connected either to analogous

jump in the heater resistance or to speci�c condition affecting the sensor. They can

either be explained with damage on the sensing material, with partial detachment of the

chemoresistive �lm that leads to unexpected jumps, or with a sudden variation in the

air condition. That may be linked for example to compounds that strongly affects the

sensing material or abrupt shifts in air �ow or pressure.

• If the heater exhibits abrupt jumps in resistance, it may be linked to maintenance activity

performed on the sensor platform, temporary power issues, or read-out errors.

The �rst step is to identify these various issues and choose an appropriate method to ad-

dress them. Different approaches can be used depending on the speci�c problem encountered

and the desired model to be applied to obtain the calibration function:

• The �rst option is to remove the data points altogether if they are deemed to be nonsen-

sical. However, caution must be exercised as removing data can create discontinuities

in the dataset. If the gaps created are infrequent and of short duration, an interpolation

between the last valid data point and the next available one can be used to �ll the gap.

This approach is only suitable when gaps are rare and small in size, and it should be

applied only when the model being used requires a continuous dataset, such as in the

case of ARIMA [75] or recurrent neural networks (RNNs)[76].

• The second option does not fully remove the faulty data collected. An additional

column can be added to the dataset to indicate the presence of missing data or of a

malfunctioning sensor. This allows the dataset to be treated in greater detail at a later

stage, providing �exibility for further analysis. It may also be useful in training machine

learning models that can factor in the information about the quality of the measurement

when making predictions.

• Another possible approach is to split the dataset, especially when a maintenance is

applied on the whole sensor platform. The maintenance normally produces sharp

discontinuity in the dataset caused for example by changing the installed sensitive

material or switching the activation temperature. This helps to create distinct datasets

that re�ect different experimental conditions, improving the reliability of subsequent

data analysis and model training.

In the case where sensor saturation occurs for more than a single measurement, the

interpolation will not help to improve the quality of the data, since the two data are equal,

resulting in a straight line. When this happens, alternative approaches must be considered.

• One simple approach is to �ag the data as missing or problematic, allowing it to be

handled, or removed, in later stages of analysis.

• Another approach is to attempt to reconstruct the response during the saturated period.

This can be done by replacing the saturated data with a mini-�t calculated from the

response of other sensor within the platform. This method heavily relies on the presence
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of other sensors that exhibit similar behavior to the one saturated. The best case scenario

is when another sensor is installed with the same sensing material that is not saturated

at the same time.

• Alternatively, the shape of the response can be extended from the points immediately

preceding and following the saturated section until they converge using the information

collected from the derivative of the signal. This approach requires a short period of

saturation, as it will not be able to reconstruct complex function shapes during the

saturation period.

• A last option is to reconstruct the response by using data from previous days, provided

that the saturation is sporadic and of short duration. This approach leverages historical

data to estimate the missing points, assuming consistency in environmental conditions.

Each approach has its pros and cons and must be used and chosen carefully, considering

the speci�c circumstances of the dataset.

Time Alignment

Once the problematic data has been identi�ed and appropriately addressed, the next step in

the data preprocessing phase is temporal alignment. This step is crucial for several reasons.

First, the data obtained from the low-cost platform may not temporally match with the data

collected from certi�ed sensors. This discrepancy can be attributed primarily to differences in

sampling frequency. Certi�ed environmental monitoring agencies typically publish hourly

aggregated data, whereas low-cost sensors may collect data at an higher sampling rate. This

mismatch requires careful consideration to align the datasets effectively.

Another factor that can lead to misalignment is time zone discrepancies. Potential dif-

ferences in the time zones in which the data were saved needs to be taken into account.

Potential discrepancies in the synchronization can lead to potential error when considering

the performance of the model and of the single sensors installed. Therefore, it is necessary to

be aware of the type of data that is being used, whether raw or aggregated, and the timezone

of the registered datasets to avoid misalignment when merging them into a complete dataset

for further analysis.

Clearly, this entire alignment process becomes unnecessary if there is full control over the

gold standard measurements, allowing access to data obtained at the same sampling frequency

as the low-cost chemoresistive sensors. In the context of research, however, this scenario is

quite uncommon due to the high costs associated with such equipment and the considerable

maintenance they require. Often, pre-existing certi�ed platforms are exploited as provider of

gold standard measurement, but without �exible acquisition settings.

The process of temporal alignment also becomes unnecessary if the calibration does

not involve certi�ed sensors but rather commercial sensors that are already integrated into

the sensing platform. In this case, data acquisition is synchronized internally across all the

deployed sensors, and manual temporal alignment is redundant.
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If the data are misaligned due to differences in time zones between the data logging

systems, it is crucial to verify the time zone in which the data were collected for all the

data sources used. Particular attention should be paid when the data are collected using the

local timezone, as the time zone may change throughout the year due to daylight saving

adjustments. This veri�cation step ensures that any time shift is accurately accounted for

during data analysis.

Performing this alignment is particularly straightforward in Python, where it is possible to

explicitly de�ne the time zone for a dataset and convert between them with ease. This allows

to keep track of the original time zone of each individual dataset while also enabling you to

de�ne a uni�ed time zone for the �nal combined dataset. The �exibility offered by Python's

libraries, such as pandas and the datetime class, greatly facilitates such conversion, making it

a useful tool for addressing time zone discrepancies effectively.

A more interesting scenario occurs when the data collected have different sampling

frequencies. In such cases, several approaches can be applied to address the discrepancy. If

the sensor response is particularly noisy, the best approach would be to implement a median

�lter, an aggregator function that is less sensitive to potential outliers in the measurements.

However, if the provided gold standard measurement are a collection of hourly averages of the

analyte concentration, a direct comparison between an hourly average and an hourly median

might lead to potential error depending on the real distribution of the pollutant concentration

during that hour. It is important to consider that signi�cant variations in the concentration of

the analyte could occur within the hour, and simply applying a median may overlook these

variations.

One method to avoid such issues is to �rst apply a median over an intermediate time

window that lies between the sampling data collection of the chemoresistive sensor and the

sampling of the certi�ed sensor. The intermediate window should ideally be of a time length in

which major �uctuations in the analyte concentration are not expected. Then, an average can

be computed over the resulting dataset to match the sampling frequency of the certi�ed sensor.

This two-step approach offers several advantages: the �rst aggregation using the median

helps in reducing noise of the measurements, and the second step—using the mean—yields a

dataset comparable to the certi�ed sensor's output. This method is particularly effective if

there is a signi�cant difference in the data collection frequencies between the two platforms.

Instead, if the two sampling frequencies are more similar but the chemoresistive sensor's

response is still notably noisy, it may be practical to sacri�ce some data points and aggregate

both datasets, using the same aggregation method. In this way, noise reduction can be

achieved, though at the expense of partially reducing the number of data points available. It

is crucial to weigh the trade-off between noise reduction and data density to ensure that the

quality of the calibration model is not compromised.

Another viable approach for reducing noise is to apply a moving average. This method

does not reduce the number of collected and usable data points for calibration, but it introduces

an undesired effect of smoothing the sensor response and potentially adding a delay to the

response. This can be an acceptable solution when monitoring air quality, where a rapid
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response is not strictly required. However, it can pose problems when monitoring dangerous

gas leaks or the presence of hazardous gases, where a prompt alert is crucial for safety reasons.

There are more sophisticated aggregation algorithms that, for example, assign greater

importance to the most recently collected data compared to earlier data, partially compensating

for the delay introduced by a standard moving average. One such example is weighted moving

averages, where weights decrease exponentially as we move away from the most recent data

point [77]. This technique aims to minimize the delay. However, it comes at the cost of

partially losing the effectiveness in reducing noise, as older data contribute less to the resulting

signal. The choice of the best approach should be made on a case-by-case basis, depending

on the speci�c requirements of the application.

Dataset division

Once the data have been properly aggregated and aligned with the target data, the next critical

step in the preprocessing phase is to split the dataset we have preprocessed. The step is done

to produce two ordered tables, the �rst one contain the input of the analysis, such as the

resistance of the sensors, the humidity and the temperature and so on, while the second one

contains the output of the model, such as the concentration of the gases. This is usually done

by assigning the same index to both of them. In this way, the row that corresponds to the

same point in time can be easily extracted from thw two new datasets.

Next, each dataset is split into three different groups, commonly known as the training set

(TrS), validation set (VdS), and test set (TeS). The way this division is conducted depends

on the speci�c scenario and goal of the calibration. There are two common approaches for

dividing the data:

• A purely random split into the three sets, which ensures an unbiased distribution of data

from the entire dataset across the TrS, VdS, and TeS.

• A sequential split, where the data collected during the initial phase of the experiment

forms the TrS, the data from the middle phase forms the VdS, and the data collected at

the end forms the TeS.

The choice between these two approaches and the size of the data destined in each set

depend on the characteristics of the experiment and the dataset, as well as the desired outcome

for the model evaluation process.

Both approaches have their respective pros and cons [78]. For a generalizable model, a

temporally based split should be preferred over a random one, as this more closely aligns

with the conditions encountered in real-world applications and measurements. As the �nal

expected result is a model that need to be trained for a �xed amount of time and then produce

prediction of the gas concentration from there onward. The main disadvantage of a temporal

split is that, during the training phase, the model will not have any information about what

will occur after the training period ends. This lack of foresight is important for unknown

seasonal variations in gas concentrations as well as unanticipated sensor drift. This approach
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while highly realistic might struggle to predict seasonal trend, especially if the training period

is shorter than the seasonal period.

A random split of the dataset, on the other hand, can partially sidestep these challenges

but does not provide any insight into how the calibration algorithm will behave in the long

term.

For data that are highly dependent on the time at which they were collected—given the

complex and �uctuating conditions of the air—a random division could make predictions

easier, as similar conditions may already be present in the TrS. This means that the model may

learn patterns that happens during the TrS, but it lacks robustness when faced with long-term

shifts or trends. This could lead to an overestimation of the modeling results [79].

Regardless of the chosen splitting method, it is essential to remain fully aware of the

consequences of each choice. It must remember that every algorithm discussed from this point

onward must be trained exclusively on the TrS, and subsequently validated and tested using

the VdS and TeS, respectively. This ensures that the model is not exposed to information

it should not have seen during training. Using the TeS during training can result in higher

validation accuracy, giving the false impression that the model performs well. However, once

deployed in the �eld, the model may fail due to having effectively memorized the training

data rather than learned patterns [80].

The VdS and TeS are used to provide an objective assessment of the entire algorithm

covering all phases, from the preprocessing to the �nal calibration method. Using any part of

the VdS or TeS during the training process would result in information leakage, which could

bias the results and yield performance metrics that may be optimistic and unrealistic [81].

Data Normalization

In the previous sections and subsections, it has been discussed how the value of greatest

interest during calibration—at least under laboratory conditions with synthetic air—is not the

sensor resistance during the measurement itself but rather its response. The sensor response is

de�ned using Equation 1.11, which is calculated based on a baseline resistance value. This

baseline is assessed in the presence of clean synthetic air (80%N2, 20%O2). However, when

operating in the �eld, de�ning a condition of "clean air" that can serve as a baseline for the

gas measurement can be challenging or even impossible.

Therefore, it is essential to explore alternative methods for obtaining a baseline value, or

a reference resistance, that can aid in normalizing the measurement. This assumed baseline

value can help into obtaining a kind of sensor response that retains as much information as

possible while producing at the time a standardizable strategy. Such de�nition should also

ensure that the approximation can be applied across the widest range of possible uses of the

sensitive material. In this context, different strategies can be employed—both found in the

literature and those tailored to exploit the speci�c characteristics of the given application.

In certain cases, speci�c times of the day can be identi�ed as suf�ciently stable to serve

as baseline conditions. This approach is more feasible if the measurement frequency is high

enough to accurately determine which moments are best suited and if the environment presents
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a periodicity that can be exploited. This is especially relevant in indoor applications, where

additional assumptions can be made regarding the use of the space, or the room, in which

the sensing platform is deployed and in general if it follows a stable day-night regularity

condition. For example the nighttime could be an excellent time to provide a baseline for

indoor air quality campaign.

However, the same approach cannot be used in more complex scenarios, such as outdoor

air quality monitoring. In these cases, seasonality signi�cantly in�uences the concentration

of various gases in the air depending both on the period of the year and the speci�c place

analyzed, making it extremely challenging to establish a general applicable approach for

obtaining a repeatable condition that could be used a baseline. Depending on the time of year,

suitable baseline conditions with the complete absence of the analyte may or may not occur,

depending on the target gas being studied and the surrounding condition of the environment.

Consequently, de�ning a speci�c moment that represents "clean air" is nearly impossible.

In any case it must be kept in mind that if a baseline value is obtained in the application

condition, it will not have the exact same role as the baseline obtained in the laboratory. This

is because for example in most of the application the real world baseline acts more like a

reference baseline as it does not correspond to a clean air, or absence of the analyte, but with

a repeatable condition that can help to assess the drift and the working status of the sensor.

In cases where none of the previously mentioned options can be applied, an alternative

method is to include additional variables alongside the raw sensor measurement. These

additional variables will try to estimate a reference from the statical properties of the sensor

readings collected over the pastn days, which can be used to obtain a normalized response.

The choice of the number of weeks, or days, to select to obtain an estimation of a reference

resistance is not �xed and it mostly depends on the cyclical pattern of the speci�c environment.

Typically in an outdoor condition there are important cyclical condition that may affect in

different ways different pollutants. Ozone for example is produced by the interaction with

sunlight and therefore follows a daily cycle, its concentration is however affected strongly by

weather condition. On the other hand, nitrogen dioxide and carbon monoxide are produced

by combustion both for the heating of the houses and the transportation and follow a weekly

variation pattern, with strong differences between workdays and weekends. It is recommended

to choose at least a period that is twice as long as this cyclical pattern to have data about a

stable condition.

In a general this value could be set to a couple of days, to see the effects of the circadian

cycle, but in more complex environment without a clear circadian cycle a longer period may

be required. The choice of the time period frame is intended to provide coverage of a variety

of conditions, while trying to be short enough, a too long time of data aggregation might be not

realistic to apply. From said period of time some statistical metrics can be extracted and used

as a reference, such as a quintile. The minimum and maximum value are not recommended as

they can be affected by outliers and saturations in the measurements.

While the absolute value of resistance provides valuable insight into the sensor's perfor-

mance over the entire measurement period, the normalized value obtained from an estimated

reference offers a perspective on how much the current measurement deviates from said



40 Calibration Methods

reference. This method enables to reduce the effects due to differences between different

sensor having the same sensing material, and it should be able to mitigate the drift effect.

However if such reference is not stable enough the risk is to loose information.

Once satis�ed with the additional variables obtained, it is typically recommended to

normalize the entire dataset to help the training of data analysis algorithms. Normalization

can be done in different ways, depending on the data that are collected that you want to

normalize and the information that you want to preserve. A standard normalization approach

may be applied, which yields the normalized value for the measurement as follows:

xnorm =
x� m

s
(2.4)

wherex is the value of variable,mis its mean over the TrS,s is its standard deviation over

the TrS. With a standard normalization you keep intact the shape of the distribution of the

variable, however it could be not the optimal solution if the values presents outliers or if the

distribution is strongly asymmetrical. Another option is the use of logarithmic standardization,

that is more useful when the variable has values over different order of magnitude or if the

data ranges are highly skewed.

xlog_norm = log
�

x
x0

�
(2.5)

Where in this case thex0 is a reference value. The reference value can be �xed to one

or instead chosen as the mean, median or minimum of the data collected. Another option

exists that is the linear normalization that may be used when you want to keep the shape of

the distribution of the variable untouched.

xlin_norm =
x� xmin

xmax� xmin
(2.6)

Wherexmin andxmax are the minimum and maximum value of the variable in the TrS. The

obtained values ranges from 0 to 1. This last algorithm had the exact same shortcomings as

the standard normalization, being highly affected by the presence of outliers in the dataset.

Feature Engineering and Selection

Now that the data has been �ltered for anomalous measurements, correctly aligned temporally,

and normalized, the next step is to work in greater detail with the collected data. The �rst

phase is analogous to the approach outlined in the previous chapter, speci�cally de�ning new

variables. These new variables, or features, can be visualized as additional columns in the

dataset, either derived from pre-existing ones or obtained from external sources. They can

serve, for example, to describe the temporal evolution of a given variable compared to its

previous values, thereby embedding trend information into the data. Alternatively, temporal

attributes such as the sine or cosine of the hour of the day, or day of the month, could be

included to capture periodic and seasonal patterns that may affect the sensor response. Another

possibility at this stage is to incorporate predictions made through calibration functions

obtained during laboratory tests as additional variables in the dataset.
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Furthermore, open-access information available regarding environmental conditions col-

lected during the measurements can also be included. This type of information can provide

additional context that might not have been directly measured by the deployed sensing plat-

form. Examples can include meteorological data, which may in�uence directly or indirectly

the concentrations of various air pollutants, or the number of people present in a room or

a university lecture hall, which might affect the air quality. While these variables are not

collected directly by the measurement system, they can be accessed through APIs provided

by agencies or organizations that measure the conditions in proximity to the sensing platform

location. Although these data do not directly provide the concentration of the gas of interest,

they can offer indirect insights into either the target pollutant or potential interferents present

in the atmosphere.

It is essential to exercise caution when collecting information from external datasets, par-

ticularly in terms of ensuring that the data acquisition methods are compatible and temporally

aligned. Any misalignment can lead to inaccurate or misleading information, adversely im-

pacting the quality of the analysis. It should also be noted that these types of external data may

not be readily available or accessible online. Consequently, it may simply be impossible to

incorporate such information, or it may not be feasible if the sensing platform lacks consistent

internet access once deployed in the �eld. Therefore, while it remains interesting to study the

impact of incorporating additional information, such endeavors are often carried out as an

experimental investigation to determine which supplemental data—currently unavailable in

the deployed platform—might provide the most signi�cant improvement of the quality of the

prediction or the stability of the model.

After integrating all variables deemed potentially useful for the study, the next critical step

is to identify which of them are the most relevant. This process, known as feature selection, is

crucial as it helps streamline the training of the chosen algorithm by excluding variables that

do not add new information beyond what is already present. Feature selection also serves to

minimize the complexity of the model, reducing computational overhead and improving the

ef�ciency of the training process.

Reducing the number of variables is also bene�cial in mitigating the occurrence of

�nding local minima during the optimization process, particularly when using gradient-based

techniques for minimizing the loss function. Gradient descent remains one of the most widely

used methods for training arti�cial intelligence models, and by minimizing the dimensionality

the risk of �nding suboptimal solutions can be reduced.

Feature selection can be carried out either a prior or at posterior. In the second approach,

the importance of each variable in predicting the target value is determined retrospectively by

analyzing its contribution to the model's performance.

However, feature selection is typically performed before building and training the �nal

model. This approach, being more common, can be conducted using several unsupervised

learning techniques. Unsupervised techniques are statistical method that are trained with data

that ar not labeled. They are used to identify correlation between the different features and to

�nd complex patterns. Among these, Principal Component Analysis (PCA) is one of the most

widely recognized methods [82].
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The algorithm begins by excluding from the dataset the labels, in our case the gas

concentration values, which are unknown and should not be included. The �rst step in PCA

involves calculating the covariance matrix among the different columns (features) of the TrS.

This matrix represents how each variable varies in relation to the others. From that matrix the

eigenvalues and eigenvectors are obtained, the features are then projected on the new axis

system. The eigenvectors are also ordered with the value of the corresponding eigenvalues.

For each eigenvector, the associated variance is calculated. This variance represents

the amount of information contained within the eigenvector. The eigenvectors are then

ranked from highest to lowest variance, effectively ordering them by the amount of explained

variability in the dataset. Following this ranking, a new set of features can be selected by either

choosing the �rst n eigenvectors or selecting those that together contribute to a cumulative

normalized variance equal to or greater than a de�ned threshold value by the user. Common

chosen values are for example 90% or 95%.

The newly derived features, represented by the columns obtained through PCA, will be

linear combinations of the original features and typically fewer in number than the initial

set. This reduction process ensures that the principal components selected have most of the

condensed information of the whole feature set. The eigenvectors that instead provide less

unique information are instead discarded.

It is important to keep in mind a couple of considerations. Since the PCA algorithm is

applied on the TrS, the reference system will take into account only the covariance matrix of

those data, while the transformation will be subsequently applied to the VdS and TeS. It is

possible that variables discarded during this process may gain relevance during the validation

or testing phases. Initially, some features may not seem particularly important but could prove

signi�cant under different conditions in the VdS or TeS.

However, such information cannot be anticipated in advance, nor can it be incorporated

without leading to bias or data leakage from the control sets (VdS and TeS). Allowing

for such a �ow of information would violate the fundamental principle of maintaining the

independence of the three subset. In practice, this means that the training must proceed solely

with the information available in the TrS, and any insights gained from validation or testing

should be strictly observational rather than corrective. This avoids giving the model any

undue advantage during the training process. Moreover, the application of the PCA may lead

to a decrease in the model interpretability as the input variables are now a complex linear

combination of the initial variables.

The datasets thus obtained are ready to be used to train and evaluate the chosen calibration

algorithms.

2.3.4 Data-Driven Calibration Methods

In this section, a brief overview of three commonly used calibration algorithms in the data

analysis of low-cost sensing platforms will be presented. It will avoid going into excessive

detail, but in general, the TrS (Training Set) is used to train the model by �xing the optimal

parameter values of the model, the VdS (Validation Set) is used to perform a grid search to
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optimize the model's hyperparameters that will be described more in detail in Section 2.4,

and the TeS (Test Set) is used to test the characteristics of the �nal model obtained.

The parameters of any given machine learning algorithm can be divided in two main

classes: trainable and non-trainable parameters, or hyperparameters. The �rst class consist

of parameters that are updated during the training of the model, exploiting the information

contained in the TrS. On the other hand, the hyperparameters are all the remaining settings that

are not updated during the training process. They can be numeric or categorical, depending

on the algorithm.

Hyperparameters are parameters of an algorithm that are �xed before the training begins

and are not modi�ed during the training phase. Typically, they are either set randomly or

optimized by repeating the training for different combinations of values and then seeking the

combination that works best for the speci�c case. This procedure is known in the literature

as grid search and can involve prede�ned hyperparameter combinations or move randomly

within the hyperparameter space. Clearly, it is not feasible to test all possible values due to

time and cost constraints associated with perform the training in each different con�guration.

The speci�c information about the training of a machine learning algorithm is explained in

Section 2.4.

Multi Linear Model

The �rst model described is the simplest and, at the same time, the one that has been

historically the most widely used for the re-calibration of commercial gas sensors. For

example, Alphasense recommends performing a multivariate �t to adjust the measurements of

its sensors once deployed in the �eld [83], in order to account for cross-interference between

nitrogen dioxide and ozone. This algorithm can be described as follows:

C = b0 + b1S1 + b2S2 + � � � + bn� 1RH%+ bnT + e (2.7)

where C is the gas concentration that we want to obtain,S1 . . .SN are the input variables,

that could be related to the sensor signals,RH% andT are the relative humidity and tempera-

ture of the environment, whileb0 . . .bn are the intercept term and the linear coef�cient of the

different variables. Lastlye is the error term. To obtain an optimization of this model the sum

of the square error, described in Equation 2.3, is minimized. As the model is linear it has a

�xed solution that could be obtained through the least squared method [84].

Clearly, this type of �tting is only meaningful if a linear relationship is expected between

the independent and dependent variables. This assumption is typically valid when recalibrating

commercial sensors in a new environment. In general, it serves as a reliable benchmark for

comparing the performance of more complex algorithms.

Random Forest

The random forest (RF) is also an algorithm commonly used for calibrations or re-calibrations

of low-cost sensor platforms [85], [86]. This method is based on the use o a large number of

decision trees [87] (Random Tree, RT), each them is a separate model that makes prediction
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based on a series of binary decisions made on the input data. In practice, the n-dimensional

space of input variables is divided, and a value is assigned to each identi�ed portion. Among

the hyperparameters of the algorithm are the number of �nal leaves of the tree, corresponding

to the number of partitions of the input space, the maximum depth of the tree, which represents

the maximum number of binary decisions needed to reach a result, and the criterion to

maximize or minimize in order to select which decisions to take among those available. Since

the number of possible partitions is �nite, the method inherently has high variance, as even

small changes in the training data can lead to a completely different tree.

The RF [88] reduces the variance of the RT algorithm by leveraging its simplicity and

employing a large number of these unstable algorithms simultaneously, each trained on a

different subset of the TrS, with the possibility of selecting only a subset of the input variables.

In this way, each tree is different from the others, and differences are produced either by

selecting a different sample of data from the TrS or a different subset of features. The resulting

algorithm can be used either to perform classi�cations, by adopting majority voting to identify

the class, or to perform regressions, by averaging the predictions. The RF also has several

hyperparameters, such as the number of trees contained in the forest and the method for

performing the training procedure for each tree, called bagging [89]. The RF inherits the

shortcomings of th RT model. For example one of the most important limitation is its inability

to perform any kind of extrapolation. This limitation implies that the algorithm can be used

almost exclusively in cases where there are no signi�cant seasonal effects longer than the

training period itself.

Arti�cial Neural Network

An arti�cial neural network (ANN) [90] is an algorithm that attempts to replicate the func-

tioning of neurons in the human brain. This algorithm is composed of two elements: nodes

and edges.

The nodes, or neurons, are the components that store and transforms data. They receive

information through the edges from other nodes and they typically combine it in a weighted

linear combination adding at last a value, different for each neuron, called bias. To include non

linearity in the model a function, called activation function, is applied to the linear combination

producing a value representing the state of the node. Having a non linear activation function

is fundamental to obtain a model that is able to predict complex function. The obtained value

is then transmitted to the other nodes through the outgoing edges.

The edges, instead, are the connection between the nodes. Each of them has an associated

value, called weight, that will give the importance of the connection and a direction, managing

the �ow of information from a node to another. A weight of zero, for example, means that no

information is transmitted through that connection.

Within an ANN, there are three categories of nodes: input, hidden and output nodes. Input

nodes have no incoming connections from other nodes, as they directly take on the value of

the independent variables of the problem. Output nodes, on the other hand, typically have no

outgoing connections to other neurons because their value represents the prediction, which
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constitute the objective of the training process. Lastly hidden nodes have connections both

ingoing and outgoing and that are crucial for the algorithm to learn complex pattern within

the data.

Based on the arrangement of these connections and nodes, it is possible to de�ne different

classes of ANN algorithms. One of the simplest class of neural network is the Feed-forward

Neural Network [91], in which nodes are organized into layers and the nodes belonging to a

layer can only receive information from the previous layer and send information to the next

layer. Individual layers can also have different names depending on the number and type of

connections formed between their neurons and those in the preceding and subsequent layers.

For example, in a Dense Layer, every neuron in the layer has a connection to every neuron

in the previous layer. Or in a Dropout Layer, where the number of neurons is the same as

the layer before and each of them is connected to a different neuron of the layer before. The

weight of such a connection does not have a �xed value, but they have values of either one or

zero with a �xed probability. This is done to reduce the over �tting of the ANN training and

ensuring a smoother learning phase by avoiding the stale over the information gained from

some neurons that may be too speci�c [92].

The activation function is crucial in enabling the ANN to approximate non-linear functions,

as it provides the only source of non-linearity within its prediction. In principle, each

individual neuron can have a different activation function, but typically activation functions

are kept consistent among neurons within the same layer.

The learning process of an ANN optimizes the value of the weights and biases and it relies

on an algorithm called backpropagation [93]. In this algorithm, partial derivatives of the loss

function, which can be freely de�ned before the start of the learning process, are calculated

with respect to each parameter. In short, backpropagation leverages the chain rule to enable

the derivatives of one layer to be used in calculating the derivatives of the previous layers,

thereby signi�cantly enhancing the computational ef�ciency.

Among the various hyperparameters that need to be set for this algorithm are the number

of hidden layers—i.e., layers that are neither input nor output—the number of neurons in

each of these layers, the type of layer chosen and the type of neural network architecture

chosen, which determines how the individual neurons are connected. Additionally, other

hyperparameters include the type of activation function used for each layer, the type of layers

utilized, the loss function to be optimized, and the optimization algorithm.

2.4 Training and Calibration Evaluation

Training Phase

The training of an algorithm is carried out through the minimization of a function known as

the loss function. The de�nition of this function is left �exible, but typically, either the mean

squared error (MSE) or the mean absolute error (MAE) is used. The MSE is typically used

because it heavily penalize larger error, while MAE will provide a more uniform penalty being

less sensitive the presence of outliers. The training operation of the model proceeds recursively.
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It begins by assigning either random values to the trainable parameters or �xed initial values,

which may be chosen by the user or set to speci�c values to ensure the replicability of the

training phase.

Depending on the type of optimization algorithm used, there can be different methods to

update the values of these parameters. If Stochastic Gradient Descent [94] (SGD) is used, the

value of the loss function is calculated for evaluated for each data, the gradient is obtained,

and the parameters are then updated. As this process is repeated for each data in the TrS this

process will produce an high number of updates that are unstable, as they are repeated for each

measurement. In this case, the computation is straightforward, providing a fast adjustment

to the network, but it is also more susceptible to noise from individual measurements. SGD

is not typically used unless for applications where training continues inde�nitely, a process

known as Online Training [95].

To provide instead additional stability to the learning process, a more commonly used

algorithm is instead batch training. In this case the training set is organized into groups, or

batches. The training set is divided into subsets. For each batch, the loss function is evaluated

over the whole data contained, and the parameters are updated only after the entire batch has

been processed. This approach provides more stable updates, though the larger the batch

size, the more computationally demanding the updates become, especially for very large

datasets. The size of each batch is in�uenced by both the available computational capability

and the desired stability of the parameter updates—larger batches generally lead to more

stable convergence. When the algorithm has processed all batches of a training set, this marks

the end of an epoch.

The parameter update process typically follows the negative of the gradient of the loss

function in terms of the trainable parameters in order to bring the loss function closer to its

minimum. However, several issues can arise with this optimization mechanism, and various

strategies can be applied to mitigate these issues.

The �rst problem concerns getting stuck in a local minimum, saddle points or plateaus

of the optimization function. This problem can be partially avoided by employing speci�c

algorithms to decide how to update the value of the parameters. For instance, the Momentum

algorithm [96] takes into account not only the most recent gradient value but also those

of previous iterations, as if the gradient descent process retained a velocity or momentum.

This allows for a faster descent along regions of the function that are monotonic and also

provides an opportunity to escape local minima due to the in�uence of previous gradient

values. Additionally, in the presence of a minimum, the Momentum algorithm helps to

dampen oscillations around the minimum itself, leading to a smoother and more convergent

parameter update.

Some other well known limitation of the gradient descent approach are related to its use

for the training of ANN. In those case the vanishing or exploding gradient must be taken into

account as the derivative are obtained through the chain rule. This means that there is the

risk of multiplication of small gradient, causing them to become negligible and hindering the

learning process. The same problem can happen if the gradient becomes very large, making
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the model incredibly unstable. This kind of problem can be limited by deciding a suitable

structure of the network.

At the end of each epoch the optimization method will then check the value of the loss

function comparing it to a �xed threshold. If the result is below the threshold, the training

will end and the model will be obtained. If instead the value is higher the training will go

on for another epoch. As there is no guarantee that the convergence will be reached, some

additional condition may be added to avoid being stuck in an in�nite training loop. In this

phase, the loss function is assessed on the VdS, which contains data that the algorithm has

never encountered before. The loss function is calculated on this set, and changes are analyzed

compared to the previous update. This is done to ensure that the model does not overtrain,

meaning that it does not become excessively adapted to the TrS speci�c properties, thereby

losing its generalization capabilities.

In practice, an early stopping procedure can be applied, in which the training is halted at a

particular epoch if the error function on the VdS starts increasing rather than decreasing for a

number of epochs that is �xed before the start of the training [97]. Without an VdS, there is

a signi�cant risk that the algorithm will perform exceptionally well on the training data but

have poor generalization ability when it is applied to new, unseen data. This situation, known

as over�tting, results in a model that is not useful beyond the speci�c TrS used to create it.

Grid Search

The Grid Search phase is a step that occurs outside of the training phase. In this stage, the

optimal numerical or categorical values are searched within a subset or all of the model's

hyperparameters. This is done by evaluating the performance of the studied method after

training with different combination of hyperparameters. As the repeat the training for all the

different combination is an extremely costly operation, the grid search is typically performed

using speci�c strategy.

A speci�c subset of possible values can be de�ned, for example, but it still may be

unfeasible to explore all the possible states available. Since it is impossible to explore the

entire hyperparameter space in search of truly optimal values, different strategies are employed

to conduct this scout. A subset of possible values for each hyperparameter is de�ned, and

the value of the error function is evaluated on the VdS after training with speci�c starting

hyperparameter values. Naturally, as the number of hyperparameters being optimized and

the values being explored increase, the duration of a Grid Search can become impractical,

resulting in the so called curse of dimensionality.

For this reason, various algorithms are used to determine which combinations of hy-

perparameter values to optimize. For instance Random Search is an algorithm that selects

combinations randomly without exploring all possible options, or the Adaptive Grid Search,

which focuses on hyperparameter values that seems to reduce the most the loss function on

the �nal VdS. In general, different algorithms have their own advantages and disadvantages;

usually, those that optimize computational resources more effectively tend to achieve worse

results, given the same level of algorithm optimization.
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Evaluation Metrics

At the end of the training phase and grid search phase an evaluation of the performance

of the model is needed. This is done through the use of metrics that asses the quality of

the prediction made by the algorithm. These metrics can also be used to de�ne the loss

function that is minimized during the training phase of the selected algorithm. Two classes of

evaluation metrics can be de�ned: one for classi�cation algorithms and the other for regression

algorithms. Since the focus of this thesis is predominantly on regression algorithms, only a

brief overview of regression metrics, their uses, and characteristics will be provided.

One of the �rst and most commonly used metrics is the Mean Squared Error (MSE), or

the Root Mean Squared Error (RMSE), that can be de�ned by taking the mean value of the

Equation 2.3. These are loss functions that tend to assign greater importance to large errors

and outliers present in the dataset. On the other hand, if a more balanced evaluation of errors

is desired, the Mean Absolute Error (MAE) can be used, which is de�ned as follows:

MAE =
1
n

n

å
i= 1

jCi � Ĉi j (2.8)

whereCi are the gas concentration measured by the certi�ed, or commercial, gas sensor,Ĉi

is the predicted concentration andn are the number of observation. In this case, all errors are

treated equally, providing a clear measure of the average error made on the dataset. Another

important metric is the Mean Absolute Relative Error (MARE) or Mean Absolute Percentage

Error (MAPE), which rescales the error relative to the actual value. The equation for this

metric is as follows:

MAPE=
1
n

n

å
i= 1

�
�
�
�
Ci � Ĉi

Ci

�
�
�
� � 100 (2.9)

this metric is unbalanced when the measured values are very small, as they can lead

to disproportionately large relative errors. Moreover this error can not be used in the case

in which the predicted value becomes zero. Nevertheless, the results it provides are easily

interpretable and are often found in standard performance sheets for sensors or calibration

functions. Moving away from loss functions, there are other metrics that are useful for

evaluating the characteristics of a model's predictions compared to actual measurements.

Among these there is the coef�cient of determination, de�ned as follows:

R2 = 1�
å n

i= 1(Ci � Ĉi)2

å n
i= 1(Ci � C̄)2 (2.10)

whereC̄ is the mean value of the measured concentration observed. This metric provides

an interpretable value, indicating how well the model follows the trend of the actual data,

where a value of 1 represents a perfect �t. However, when used alone, it can lead to misleading

conclusions.

Last but not least, there is a more visual metric called the calibration plot, in which

predicted values and actual measured values are directly compared graphically. The predicted

values are usually plotted on the x-axis, while the actual values are represented on the y-axis.
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This plot can be used to compare the performance of different datasets to determine if there is

overtraining of the algorithm, but in general, it is used to observe the characteristics of the

predictions on the TeS. The ideal model is represented by the diagonal line, and the closer the

points are to this diagonal, the better the model's performance. If the majority of the point are

placed under the diagonal the model is consistently underestimating the real concentration

of the analyte, instead if the point are placed over the diagonal it means that the model is

overestimating the concentration. Typically, this type of plot is one of the best ways to present

the results of a regression visually.





Chapter 3

Indoor Air Quality Monitoring: CO 2 in

Academic Classrooms

The project ATELIER is one of the main project in which I collaborated during my PhD

studies. It is a multidisciplinary project for monitoring indoor environmental quality (IEQ) in

an academic setting. IEQ itself depends on four main parameters: air quality, room acoustics,

lighting, and thermal comfort. The project aims to study three of these four parameters through

the use of both quantitative sensors to measure each of these characteristics and subjective

evaluations provided by students and professors using the room, through speci�cally designed

questionnaires.

Within this project, my role was to manage a sensor platform designed speci�cally for

monitoring indoor air quality. During the course of the study, we also took the opportunity to

validate an innovative chemoresistive sensor based on the sensitive materialNa:In2O3 which

is described in the recent work [98]. The �rst three sections are reprinted with permission

from article [47], copywright 2024 American Chemical Society, while the fourth section will

be focused on the three additional measurement campaigns that were conducted.

3.1 Experimental Setup

3.1.1 Chemoresistive Gas Sensor

To our knowledge, the best performingCO2-sensitive MOX-based nanostructured material

currently in the literature isNa:In2O3 with a 0.5% of Na. According to the recent work of A.

Rossi et al. [98], Na:In2O3 was synthesized in powder through the sol–gel method. Then, it

was mixed with organic excipients, that is,a -terpineol, ethyl cellulose, and silica, to form a

homogeneous paste. The role of the organic precursors was to strengthen the adhesion both

among the nanostructures of the functional material itself and between the sensing layer and

the alumina substrate. The resulting paste was then treated by sonication and screen-printed

onto alumina substrates (substrate area 2.54 × 2.54mm2). The semiconducting MOX �lms

were sintered in air for 3 h at 450 °C to remove the organic binder and improve mechanical

stability. The substrates were equipped with interdigitated gold contacts on the front side, to
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Fig. 3.1 Sensing platform. (a) Component of a chemoresistive device; (b) the two sensing
acquisition boards for chemoresisitive gas sensors and the microprocessor board; (c) arrange-
ment of the components within the prototype case; (d) position of the monitoring station
inside the room; (e) schematic of the whole data acquisition system.

provide the bias current for measuring the resistance of the sensitive �lm, and with a platinum

heater on the back side, to thermally activate the sensing material at its optimal working

temperature (200–250 °C). Finally, these substrates were bonded to a standard TO-39 support

through thermo-compression of 0.06 mm diameter gold wires (Figure 3.1.a) [99].

3.1.2 Laboratory Pre-Calibration

The sensing properties and humidity effect of theNa:In2O3 �lm were tested in a 622cm3 gas-

�ow sealed lab-test chamber. Synthetic air (20%O2 and 80%N2) and target gas from certi�ed

cylinders (N5.0 degree of purity) were mixed and �uxed through mass-�ow controllers at 500

standard cc/min (sccm). At the same time, RH% and temperature inside the test chamber

were controlled by a commercial Honeywell HIH-4000 sensor. The lab-test chamber was

in turn placed in a climatic box, which maintains a constant outer temperature of 25 °C by

means of a thermal ventilation system. A schematic representation of laboratory experimental

setup is provided in [99]. Each sensor response was acquired through a circuit based on an

operational ampli�er, which recorded output voltages. Variations in output voltages owe to

changes of ambient air condition, such as an increase or decrease in temperature or RH%, or

due to the variability of the chemical composition in the air medium.

For our purposes, the sensors were stabilized before each measurement by keeping the

devices at their working temperature under a continuous �ow (500 sccm) of wet air, in the
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range of 2–62 RH%; this is achieved by sending part of the total �ux through a bubbler �lled

with deionized water. Then, they were exposed to differentCO2 concentrations, ranging from

800 to 2,000 ppm.

3.1.3 Sensing Unit

As mentioned above, this research was connected to the evaluation of indoor environmental

conditions in the teaching/learning spaces of university classrooms [100], [101]. In particular,

we aimed to validate the novel capabilities ofNa:In2O3 chemoresistive gas sensors by coupling

it with a commercially available optical sensor.

The sensing system consists of a metal case containing:

• two sensing acquisition boards for the chemoresistive gas sensors and a microprocessor

(Freescale MC9S12DP512, serial port RS232C) board, which manages the �rmware

for the real-time response acquisition, the remote management of the measuring system

(based on the same electronics employed for the Lab tests), storage, data transmission,

setting of the operating parameters, by means of a LabVIEW-based program (Figure

3.1.b) [50],

• a switching power supply (TRACO POWER TXM 035-112, 12V dc, 3A, 35W, Output

90 � 264V ac Input Voltage) for powering the sensors microprocessor board (at 12V),

a fan (12 V) for air recirculation,

• a NDIR (Sensirion SCD30) that integrates an infrared source lamp, a light tube, a light

�lter, and an infrared detector to measureCO2 levels within the range 400–10,000

ppm with� 30 ppm baseline and� 3% MV ppm linearity accuracy with integrated

temperature and humidity sensors,

• a Raspberry Pi3, which provides wireless connection for the remote control of data

acquisition, through a custom-made Python script, and compatible for NDIR sensor

integration,

• a 40W Single Output Industrial DIN Rail Power Supply (MEAN WELL, 5V cc, 6A,

Output 85� 264V Input Voltage) for powering the Raspberry Pi3 (at 5V),

• an external digital humidity and temperature sensor (Sensirion SHT11), which can

operate from 0 to 100 RH% with an error of� 3.0 RH%, and from minus 40 to +125

°C, with an accuracy of� 0.4 °C.

The whole experimental setup is shown in (Figure 3.1.c).

The instrument was calibrated out in a measurement session conducted in our laboratory

weeks before by using the built-in self-calibration mode. During the �eld measurements,

data onCO2 concentration, temperature, and RH% were collected. Two chemoresistive gas

sensor loggers were used for this validation analysis. These devices were exposed to the direct

air�ow.
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Fig. 3.2 Ground �oor and overview of the platform installation in Classroom A1 of the
scienti�c and technological hub of the University of Ferrara.

3.1.4 Locations and rooms speci�cations

For the purpose of the current study, the teaching spaces of the Scienti�c and Technological

Hub of the University of Ferrara were investigated (Figure 3.2 and Figure 3.1.d). In particular,

we took under examination Classroom A1 of the main building, which is located in the

urban area of Ferrara (44°50'04.4”N, 11°35'55.8”E). The reason behind this choice was that

this classroom was a representative case study of the hub classrooms in terms of geometry,

equipment, and capacity. Area and height of the room are 247.6m2 and 4.50 m, respectively,

and it was designed to accommodate at most 250 students. Access to the workspace is possible

via 4 main doors, 2.10 m × 1.14 m each. Besides, there are 2 emergency doors of roughly the

same dimensions, which should remain closed in normal situations, and 7 casement windows.

3.1.5 Data Acquisition

The experiment was conducted in Classroom A1 from 24 March 2023 to 14 May 2023, i.e.,

during the second academic semester, which includes Easter holidays. During this vacation

period, data were collected once per minute, i.e., at suf�ciently fast rate to monitor the phases

of classroom usage (Figure 3.1. e). The platform provided:

• the voltage drops over the two chemoresistive sensors;

• the CO2 concentration measured by the Sensirion SCD30 sensor;

• temperature and RH% values,

using both the external Sensirion SHT11 and the inner Sensirion SCD30 sensor. The stability

of the voltage supplied to the heater of the chemoresitive sensors and the reliability of their

resistance over time were checked at the end of each day.
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3.2 Data Curation

3.2.1 Preprocessing Techniques

In this phase, the dataset needed to be cleaned of corrupted or incomplete data and occasional

power surges. The latters, in particular, proved to be a major problem as they caused instability

both in terms of the potential difference read by the sensor and the potential difference applied

to the heater. For instance, altered data may occur both at times when the room was crowded,

thus overlapping the real (expected) signal, and at times when the room was empty and

recognition should in principle have been easier. To mitigate voltage �uctuations in sensor

reading, a numerical �lter was applied. Speci�cally, the �lter detects and eliminates data

points whence the gap between two sequential acquisitions exceeds 200 mV. Such a threshold

turned out to be effective to prevent data artifacts. Then, consecutive readings were examined

vs. previously validated data, �ltering out not only erroneous inputs but also any spurious

�uctuations in the sensor signal. The goal of this process is to obtain a stable signal, ignoring

unexpected reading spikes.

Despite signi�cant progress in the development of low-power MOX gas sensors, there are

still several challenges and problems to overcome, one of which is selectivity. Selectivity can

be de�ned as the sensor's ability to measure a target analyte in the presence of other gaseous

interferents, such as water vapor or volatile organic compounds (VOCs). To mitigate the

effect of the latter the same mask used for the voltage surges can be used for indoor VOCs

emissions. Indeed, those releases typically exhibit prompt and fast response �uctuations, in

stark contrast to the gradual increase of CO2 peaks over time.

The �lter works by detecting both voltage surges and presence of VOCs in the room.

Both occurrences build up similar characteristics in terms of the temporal structure of the

signal, featuring an abrupt voltage increase, followed by rapid restore to baseline level within

a couple of minutes. Consequently, the �lter generally performs equally well in identifying

VOCs peaks. It must be clari�ed that if VOCs were gradually spread in the classroom,

the �lter would not be able to detect them. However, it proved effective to identify and

eliminate the stray peak resulting from classroom cleaning with alcohol-based detergents.

While this method may not offer perfect selectivity for VOCs, it represents a reasonable trade

off, preserving a signi�cant amount of data while limiting spurious peaks unrelated toCO2

concentration variations.

As can be seen in Figure 3.3, the more pronounced difference between the middle and the

bottom plots occurs around 6 AM and 4 PM, where the sudden and sharp increases are �ltered

out. However, it's important to note that the �nal tail of the spurious response could not be

completely eliminated to avoid losing actual data associated with unpredictable changes in

room conditions during the meantime. In the given example the structure of the dynamic

of the concentration ofCO2 is better established with a relatively slow build up and a rapid

decrease when the door was opened at the end of a lecture.

The drift of the MOX devices is a well-known and common issue that is extensively

discussed in the literature [102], [103]. To limit its impacts, we calculated the sensor response,
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Fig. 3.3 Filter effect over spurious peaks produced either by voltage surges or introduction of
VOCs in the room.
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S, as the ratio between the response in presence of the target gas, V(t), and the response in the

absence of the analyte,V0 using the Equation 1.11.

Thanks to this correction, any drift of the sensor should not affect the response due to the

compensation between numerator and denominator. However, since the sensing system was

not working in a controlled environment, it was not possible to de�ne a clean air condition that

determines the true baseline of the device. Therefore, we had to settle for �nding an adequate

standard to replace it. To identify the reference level, we chose to exploit the time at which

the room reaches a stable condition andCO2 concentration attains its daily minimum. This

state hence corresponded to the latest moment from the previous occupation of the classroom,

namely 6 AM in the morning. In fact, at that timeCO2 concentration inside the room was

steady about outdoor background level ( 400 ppm). Accordingly, MOX sensor baseline was

updated each day at the same time. This approach creates jumps in the baseline from one day

to the next. Therefore, in order to minimize these discontinuities, the baseline for a given day

was actually calculated by applying a moving average over previous days with exponentially

decreasing weights. In this way, any changes in the response were regularized, thus promoting

a more natural evolution of the baseline over time.

3.2.2 Algorithms Applied

For studying the calibration we choose two main algorithms. A curve �t model consists in

choosing a mathematical model or a suitable function to describe the relationship between

the input information and the expected output value. In our case, the former was represented

by the sensor response and air conditions, whereas the latter was represented byCO2 levels,

as detected by the NDIR sensor. The choice of the functional relationship between these

quantities was based on the knowledge of the typical calibration curve of chemoresistive gas

sensors [104] de�ned by Equation 2.2.

WhereC in this case is theCO2 concentration predicted by the model,R is the response

measured by the MOX sensors, andRH% andT are the relative humidity and temperature

measured inside the room with Sensirion SHT11. The free parameter a describes the power law

behavior ofNa:In2O3 sensors, whereas parameters from b to e are the linear coef�cients and

the intercept of the model, respectively. In our case, the loss function was the RMSE between

target and expected values. The algorithm stops when it reached a user-de�ned convergence

criterion, which in our case corresponded to the default SciPy curve_�t implementation. After

parameter optimization, Equation 2.2 was �nally inverted to obtain the actual calibration

model for each sensor.

The second model was the RF regressor, already described in Subsection 2.3.4. In

particular, the hyperparameters of the RF algorithm were �xed to the Scikit-Learn default

implementation as the data were deemed not enough to perform a grid search. To further

investigate the stability of the RF model, we included additional features related to the

temporal structure of the dataset. As those features had a cyclical pattern, to restore that

properties a sine and cosine functions were applied to the the day of the week and to the hour

of the day, in the following way:
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sinvar = sin(
x

xmax
) (3.1)

wheresinvar, or cosvar are the new variables,x is the initial value, andxmax is its maximum

value. In this way 11 PM and 12 AM that are close in time but distant in their hour variable,

corresponding to 23 and 00, return to be close with the transformation. The same effect is

obtained with the day of the weeks between monday and sunday. As it was necessary to set a

temporal division over the whole data-taking interval, the �rst week for training (from March

24 to March 31), and the remaining six weeks for data test.

3.3 Analysis of CO2 Concentrations

3.3.1 Laboratory Calibration

Calibration functions were obtained using data collected during the laboratory campaign. The

measurements were reported in Figure 3.4. Then, these measurements were normalized, and

the response was de�ned as in Equation 1.11. According to the recent studies the chosen

function to perform the Na:In2O3 sensor calibration was a power law function:

S= a�Cb (3.2)

whereC is theCO2 concentration andSis the response of the sensor. Figure 3.5 depicts

the obtained calibration functions as well as the values for the parameters a and b. As it can be

seen in Figure 3.5, the response of theNa:In2O3 �lm gradually increased from a value about

equal to 2 at aCO2 concentration of 800 ppm to about a value of 4 at 2000 ppm, featuring

remarkable sensitivity that envisages noteworthy potential forCO2 monitoring. On the other

hand, with an increase of RH%, the baseline of the �lm conductance also increased due to the

formation of OH groups (Figure 3.4). With the injection ofCO2, a competition for the active

sites may occur between water vapor and the target gas. As a consequence, the combination

of such competitive interactions resulted in a substantial change of the �lm conductance that

had a more remarkable effect at low CO2 concentration [98].

3.3.2 On-Field Data Curation

The data collected during the measurement campaign were cleaned and �ltered adopting

the procedures described in Section 3.2. Figure 3.6 exhibits the pre-processing results by

comparing theCO2 concentration from the NDIR device, the two identicalNa:In2O3 �lm

MOX sensors voltage and signal. Both the voltages (violet and orange curves) and the

response (red and green curves) of MOX sensors followed theCO2 trend detected in the

room by the NDIR sensor (blue curve), demonstrating an initial validity of the sensors even

in an indoor application, characterized by signi�cant variability. Moreover, the two sensor

measurements showed high reproducibility since the curves overlapped during the whole

experiment and matched both response and drift. This property is not common when working
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Fig. 3.4 MOX sensor conductance response as a function of different RH% levels when
exposed to (a) 800 ppm, (b) 1,200 ppm, and (c) 2,000 ppm CO2.
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Fig. 3.5 Laboratory calibration curves at different RH% levels ofNa:In2O3 sensors at 250 °C.
During the measurements, the temperature inside of the test chamber was 25 °C. Error bars in
sample data are 5% of the corresponding value.

with MOX devices applied on �eld [66]. In particular, by applying the response de�nition to

the obtained raw voltages, we obtained a compensation in the time drift sensor, achieving a

temporal stability that could not be observed in the middle panel of Figure 3.6.

The in�uence of interfering gases can be observed more in detail in Figure 3.7. In

particular, during the room cleaning periods, the sensors recorded sharp peaks, which lasted

approximately �ve to six minutes. These peaks owed to VOCs, presumably alcohols, released

during cleaning activities in the classroom around 6:20 AM. Moreover, one can also observe

other features. For instance, the opening of the exit door of the room at the middle and the

end of the lecture can be clearly recognized (e.g., around 1:30 PM) from the sharp drop of

bothCO2 concentration and sensor signal. In addition, during nights the classroom struggled

to return to a baseline condition, probably due to technical issues in the ventilation system

alongside the classroom closing. It seems that there are strange behaviors during the 6 AM,

aside from the presence of the sharp increase due to the cleaning of the room. There is a

sharp decrease in the signal often unrelated to any changes in theCO2 concentration. At the

moment there isn't any real explanation about that drop aside from the fact that similar effects

were observed in the temperature and humidity plots. It is suspected that the drop is related

to the switch on of the ventilation system that acts like an interferent for the chemoresistive

sensors.
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Fig. 3.6 Data collected from March 24 to April 30, 2023 by NDIR sensor (blue line) as
compared with raw data (violet and orange lines) and the response via Equation 1.11 (red
and green lines) of the twoNa:In2O3 sensors. The increasing trend of the sensor signals was
compensated by the response de�nition. Data were not collected from April 13 to April 15
due to unexpected rebooting of the microprocessor board.
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Fig. 3.7 Comparison between NDIR (upper panel) and MOX (lower panel) gas sensors over
two days. Room cleaning, scheduled every day at about 6:30 AM, results in VOCs release as
detected by MOX sensors. The inset shows the sharp peak due to the possible presence of
VOCs during the morning room cleaning.
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3.3.3 Modeling Results

Laboratory Calibration

In order to estimate theCO2 concentration in the classroom, the calibration curve obtained

in the laboratory (Figure 3.5) necessitated a slightly rede�nition. In particular, the baseline

had to be changed from 0 to 400 ppmCO2, since the latter represents the typical outdoor

concentration at equilibrium. To achieve this, the calibration functions obtained in Section

3.3.1 were employed to extrapolate the sensor responses at 400 ppm, and that value was used

as the new baseline for the lab-based model. Then, the modi�ed baseline value was used to

rescale the data, and the new functions were obtained using the translated power law function:

R= a� (C� 400)b (3.3)

whereR is the new response andC is theCO2 concentration. The data collected in the

class were calibrated using functions de�ned through laboratory measurements, varying the

range of RH% in the test chamber. To adapt the laboratory analyses to relevant environment

measurements, such as the academic room, we took the absolute value and then we applied

a mask over the results. This mask consists in converting each minimum value to 370 ppm.

Thanks to this correction, we were able to �lter out unrealistic values, i.e., below 370 ppm,

and improve the accuracy of the sensor response.

On-�eld Calibration

The �rst predictive model we analyzed, both for simplicity of de�nition and for application,

was curve �tting. Each sensor was calibrated out by using both the sensor signal and the

sensor response as inputs. The goal was to assess the improvement in calibration performance

by using the sensor response instead of the raw signal. Indeed, the raw signal was subjected

to temporal drift, whereas this effect was compensated for by using the sensor response.

Obtained results are presented in Figure 3.8 and compared with the NDIR sensor mea-

surements. The two calibration methods highlighted different characteristics. As expected,

for each sensor the model based on raw signal was clearly affected by time drift. Since the

calibration curve was a power-law function ofCO2 concentration, the drift was ampli�ed

and led to still larger discrepancies. Response-based models remained stable over time, even

several weeks after the end of the training as a con�rmation of the effectiveness of the method.

The range of observedCO2 values was quite broad and regular over the whole data taking,

spanning from the environmental background of 400 to about 5,000 ppm. This feature ensured

that training and test were accomplished under the same conditions and that was particularly

useful for the RF model, since this method is most sensitive to extrapolation out of the range

of training.

Figure 3.9.a illustrates the predictions of all methods over the test set during the six-week

period of the experiment. The trend over time is depicted on the graph, allowing us to observe

that the calibration was most accurate in the initial days of the test set. However, the divergence

increased as the conditions deviate further from the initial ones. This trend is highlighted in
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Fig. 3.8 Predictions of different curve-�t models over the entire dataset compared to the NDIR
sensor detections (blue line). All curves were essentially obtained by means of Equation
1.11, the only difference being that purple and orange lines use the raw data (output voltage)
rather than the response as input value for the calibration procedure. However, one can clearly
recognize an important discrepancy between signal based-(purple and orange) and response
based-(red and green) models.

Figures 3.9.b and 3.9.c, which evaluate the three calibrations in more detail. On the 19th of

April, it was revealed that the RF model and the laboratory calibration closely tracked the

measurements, whereas the curve �tting underestimated the realCO2 concentration (Figure

3.9.b). Instead, around the 29th of April, a noticeable overestimation from the RF model and

the laboratory calibration can be observed, while the curve �t more closely aligned with the

measurements (Figure 3.9.c).

The results of the three predicted models can be observed in Figure 3.10, where they

were compared with an ideal model represented by the orange curve. In Figure 3.10.a, it was

evident that the points were mostly symmetrically distributed around the perfect-model line,

with greater dispersion and relative error around low concentrations mainly. This effect was

due to drift over time and variations in classroom conditions, mostly related to variations of

the ventilation system shifting from heating to cooling. On the other hand, the RF model in

Figure 3.10.b exhibited a much less symmetrical structure and signi�cantly greater dispersion,

with points clustered above the line of the perfect model, implying an overestimation of the

real concentration ofCO2. In the laboratory calibration, shown in Figure 3.10.c, it can be seen

that the model forecasts were clearly asymmetrical, and constantly overestimatingCO2 levels.

Moreover, the accumulation horizontal line at 370 ppm was arti�cially produced by the mask

de�ned and applied in the last section, creating a lower bound that limits the concentration

prediction.

3.3.4 Performance of the modeling methods

To better assess the performance of the three algorithms over time, we adopted three different

metrics that are widely used in the literature [105]: root-mean-square error (RMSE), mean

absolute percentage error (MAPE), and Poisson's R-squared (R2). The results of the three
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Fig. 3.9 (a) Predictions of different models with respect to the NDIR sensor (blue line). (b),
(c) Magni�cation of Figure 3.9 a) of April 18th and April 28th, respectively. The green line
represents the average of the two curve �ts obtained using the gas sensor responses, the red
line denotes the RF including temporal information and the yellow one is the model obtained
using the laboratory calibration with the mask applied.
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Fig. 3.10 Comparison between observed and predictedCO2 concentrations (a) for curve-�t,
(b) RF approaches, and (c) laboratory calibration. The former and the latter are actually
average of the two calibrations obtained with the response of theNa:In2O3 sensors. The
orange line is the expected dependency for an ideally perfect model, while the blue marks are
the results of our calibrations.
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methods are presented in Table 3.1, with metrics from both the test and the training set. RF

managed to replicate quite faithfully the trend of the training data, outperforming the results

of the curve-�t model and the laboratory calibration in each of the three metrics considered.

However, RF progressively weakened for values deviating from the training period, as shown

in Figure 3.11. This behavior may be attributed to the change of the air conditioning system

within the room from active heating to simple ventilation occurring during the last week of

April. Altering its operation not only affected the performance of theNa:In2O3 sensors, but

also minimized theCO2 concentrations in the room, consequently making detection more

challenging. From the algorithm point of view, this was a consequence of the method's

intrinsic trend to over�t training data. Therefore, RF was able to build an accurate model, but

it was generally unable to reproduce changes in the environmental conditions, and thus the

algorithm committed larger errors in its predictions.

Table 3.1 Performance evaluation metrics for the three models over training and test periods.
RMSE, MAPE, andR2 are root-mean-square error, mean absolute percentage error, and
Poisson's R-squared, respectively.

Models
Training Test

RMSE (ppm) MAPE (%) R2 RMSE (ppm) MAPE (%) R2

Random
Forest

17 0.5 0.996 341 63.8 -0.29

Laboratory
Calibration

485 32.7 0.60 291 32.5 0.06

Curve Fit 166 14.7 0.80 187 28.7 0.61

Concerning the laboratory calibration, it was worth noting from Table 3.1 and Figure

3.11 that the results remained quite stable over training and test sets. This is mostly due to

the fact that the whole dataset was used for testing purposes for this method, while training

was actually performed using data acquired in the laboratory. The most noteworthy aspect,

however, is a signi�cant decline inR2 over the two sets (Table 3.1). This can be attributed to

the lowerCO2 concentration observed in the test set, due to the empty classroom, e.g., the

holidays period. In this scenario, the small variations of gas content were effectively �ltered

by the application of our de�ned mask, thus causing a drop inR2. The results were surprising

and noteworthy, especially considering that the laboratory calibration occurred weeks before

the start of the measurements campaign, and without compensation for temperature variation.

Furthermore, despite the heightened complexity of the external environment, the predictive

accuracy achieved through laboratory calibration extended seamlessly to on-�eld conditions.

In contrast, a different behavior was observed for the curve-�tting approach. In this

case, the predictions of the curve �t were signi�cantly more stable, as shown in Figure 3.11,

with only a slight degradation over time. Moreover, it exhibited the best metric values over

the whole testing period. Therefore, curve �tting was the most suitable algorithm forCO2

monitoring in indoor applications. Finally, one can see from Figure 3.9.a that the highest errors

concerned lowCO2 levels, while at high concentrations the model remained quite accurate,

since the effects of temperature and RH% on the response became negligible compared to
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Fig. 3.11 Time dependence of the MAPE for the three models: in green the one evaluated
for the curve �t based on the two sensors signal, in red that for the time-dependent random
forest and in yellow the laboratory calibration. The error was evaluated over a week of
measurements prior to the marked date.

the contribution of the target gas. This can explain the worsening of the MAPE metrics for

the RF and curve �tting models going from the training to the test set. Indeed, there were

plenty of days in which the room was not used, thus leading to a sensor response dominated

by temperature and RH%. The transition from classroom heating to simple ventilation

resulted in signi�cant challenges for the RF algorithm. Indeed, the algorithm was trained only

under room heating mode, while in the subsequent testing phase, it primarily operated under

ventilation/cooling mode. One potential solution was to lengthen the training window, but this

approach would have extended the calibration period. Indeed, this approach was carried out

during the calibration stage. In fact, despite incorporating more training data, the algorithm

performance did not improve as expected, and in some cases, it even worsened, as illustrated

in Figure 3.12.

Figure 3.12 shows the effect of the duration of training period on algorithm performance

for both Curve Fit and RF methods. The former turned out to be almost unaffected while

for the latter the mean absolute error decreases with the training duration. In particular, the

mean absolute error of the RF model decreased signi�cantly from the fourth week of training.

From then on, the RF model demonstrated results comparable to those obtained by curve

�tting. However, considering that the improvement in RF model was ascribed to switching

from heating mode to ventilation mode, it is not possible to estimate a generalized strategy to

replicate similar results under different conditions. Therefore, since the performances of the

two algorithms mostly remained stable in the early stages, we opted for a one-week training

period in our study. This duration seems to represent a good trade-off between the length of a

calibration campaign and the performance of the obtained model.
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Fig. 3.12 MAE dependence over the test set due to change in length of the training period for
both curve �t and RF models.

By applying a threshold mask to the previous results at about 1,000 ppm, according

to the Occupational Safety and Health Administration (OSHA) recommended levels [106],

we transformed the regression models that we obtained into binary classi�ers to recognize

stale air. Table 3.2 illustrate the results of the confusion matrix of the three algorithms and

the performance evaluation of the models with accuracy, recall, F1-score for each of them,

respectively. They are typical metrics used in classi�cation problems. The recall is the

ratio of the true positive cases, actual high concentration ofCO2 detected by our sensing

platform, over the total event ofCO2 high concentration. Accuracy is the number of event

correctly classi�ed over the total number of events, while the F1-score is the harmonic mean

of precision and recall that is useful for dataset with highly unbalanced classes.

The RF model exhibited the poorest performance over all the utilized metrics, primarily

due to the inheritance of the subpar performance of the regression model upon which the clas-

si�cation algorithm relies. On the other hand, laboratory calibration provided the best result in

terms of recall, being the best model to identify the actual highCO2 concentration. However,

many low-concentration measurements were incorrectly classi�ed as high concentration, thus

affecting both accuracy and F1-score. Finally, the curve �t seems to be the most stable with

its prediction, owning high scores in all three scores and obtaining the best cumulative results

in the identi�cation of the correct air condition.

Table 3.2 Performance evaluation metrics for the three models over the test period of time for
the classi�cation application.

Models Precision Recall F1-score

Random Forest 0.29 0.86 0.44
Laboratory Calibration 0.42 0.90 0.57
Curve Fit 0.74 0.80 0.77
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3.4 Additional Measurement Campaigns

3.4.1 Second Measurement Campaign

The second measurement campaign was repeated keeping the same location, Classroom

A1. The measurements were collected from October 10 2023 until December 20 2023, i.e.,

during the �rst academic semester. For this measurement campaign the same sensing material

was used as the one described in Section 3.1.3, with the only change made regarding the

chemoresistive gas sensor, they were changed keeping the same sensing material. The change

was performed to check the repeatability of the measurements and the generalization of the

model obtained. Moreover, the data acquisition system was not modi�ed in any way.

Unfortunately, an unexpected problem occurred within the monitoring platform which was

only detected at the end of the campaign. The fan responsible for the air exchange between

the internal part of the sensing platform and the university classroom malfunctioned and

stopped working. This had a signi�cant negative impact on the functioning of the platform,

increasing the temperature inside the unit by approximately �ve degree Celsius.

The temperature rise was due to the heat generated by the sensors and the electronics

placed inside the platform. Additionally, this malfunction signi�cantly degraded the quality

of the measurements conducted throughout the entire period. To better understand the impact

of this problem on the measurements, a comparison chart ofCO2 concentration and sensor

responses over a week of measurements from the �rst and second campaigns is included in

Figure 3.13. The collected data are noisier, both from the commercial gas sensor and from the

MOX sensor. Moreover, the strange night condition seems to be even more in�ated compared

to the �rst measurement campaign with sharp increases of the signal that are not induced by

variations of concentrations ofCO2. The time drift effect and effects from the saturation of

the signal are also more noticeable.

This issue presents several challenges. First, there is no reliable measure of the true air

quality inside the classroom due to the limited air exchange between the inside of the sensor

unit and the outside environment. The measurements taken are extremely noisy and not

suitable for a validation study of the methods used during the �rst measurement campaign.

Regrettably, it was decided to disregard this dataset. However, the data collected was still

extremely valuable in demonstrating the importance of using a fan to ensure proper air

circulation, preventing stagnation, and also for understanding the effects of an excessively

high temperature within the measurement chamber. To prevent similar problems in future

campaigns and to facilitate a quick response, a function has been implemented in the data

collection code to send an email alert when the internal temperature exceeds 33 degrees

Celsius, a value that is signi�cantly higher than the maximum temperature recorded during

the �rst summer data collection.

3.4.2 Third Measurement Campaign

A second classroom was added to the study for the third measurement campaign, the Class-

room 9 of Palazzo Giordani (44° 50' 41.3" N, 11° 37' 23.5" E) shown in Figure 3.14. The
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Fig. 3.13 Comparison between one week of measuring during the �rst and second campaign.

(a) (b)

Fig. 3.14 a) Plan view of Aula 9 of Palazzo Giordano, b) Photo view of same Aula.
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second room was chosen to test the generalization of the model produced, by testing it in

new conditions. The classroom is located in the city center, on the ground �oor of Palazzo

Giordani. The hall has a total volume of 1100m3 and a seating capacity of 400. Two �oor to

ceiling windows are located on the side of the hall. Thermoregulation is controlled through a

radiator system in winter, while an air conditioning system with split units is used for cooling.

The measurement were collected from March 28 2024 until June 01 2024, i.e., during the

second academic semester.

In continuity with what was done during the second campaign, the sensors installed were

replaced with new sensors that utilized the same sensitive material. In addition, the broken

fan was replaced to restore optimal working conditions for the measurement unit. Unlike the

previous measurements in Classroom A1, the unit was placed on the professor's desk in the

classroom and was accompanied by a commercial multi-sensor platform capable of measuring

various aspects of air quality installed at 2 meter from the ground close to the window. This

second sensing platform included a second measurement ofCO2 from a commercial sensor

and a VOC sensor that did not provide a reading in ppm or ppb, but rather a generic index

about VOC level in the air.

Unfortunately, during this campaign, this multi-sensor experienced serious issues, with

the collected data being affected by signi�cant data losses and �at responses due to device

malfunctions. These happened randomly and the data were lost until a reset of the code was

performed. As the data lost covered a huge section of the measurement campaign, we decided

to primarily use the data collected by our measurement unit for calibration, incorporating the

VOC data only when available within comparison charts.

There are several evident differences between the �rst and third measurement campaigns.

The �rst notable difference is the signi�cant variation in the behavior of the chemoresistive

sensors between day and night, as highlighted in Figure 3.15, which illustrates the response

over two measurement days when the multi-sensor was functioning correctly. There are two

particular points to underline: a strange nighttime behavior of the chemoresistive gas sensor.

During the night the variation of the response is uncorrelated to the one of CO2, at odd with

what happens during the daytime. This behavior is solely due to changes in the concentration

of interferents, as evidenced by the very similar trends observed in the nighttime readings

of the VOC sensor. The trend becomes even more clear during the second day of the data

shown, that is a day of the weekend, where the trend can be superimposed to the one of the

VOC sensor.

The same pattern is also observed during weekends, when the classroom was not in use,

suggesting that the effect may be related to some variation in the operation of the classroom

ventilation system. Unfortunately, due to the size of the missing data and their scattered nature

inside the dataset during which the multi-sensor malfunctioned, it was decided to disregard

the data collected by the multi-sensor and instead use only the data from our monitoring unit.

The same preprocessing procedure described in Section 3.2 was then applied to the

sensors. Additionally the nighttime and holiday period were discarded. This choice was

done for two main reason: �rst the fact that the classroom was not used during those period

and the signal was therefore not interesting, and second because of the signal produced by
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Fig. 3.15 Two days of measure collected in Room A9 of the MOX sensors alongside the
commercial VOC and CO2 sensor

unknown interferent. The data were �ltered as working days from 7 AM to 6 PM, which

corresponds to the classroom's opening and usage period. In this way, the nighttime period

was excluded, during which the sensors appear to be sensitive to some substances that cannot

be measured or accounted for in the modeling process. The reference value was extracted

from the measurement at 6 AM to provide continuity with the de�nition given during the �rst

campaign. Three different models were applied and compared: the curve �t using the same

parameters obtained during the �rst measurement campaign, the curve �t trained on the �rst

week of collected data, and a random forest trained on the �rst week of data. All algorithms

were implemented exactly as described in Section 3.2.2.

Table 3.3 Performance metrics of different models for training and test sets, CF and RF are
trained over the data collected in this third measurement campaign, whileCF1stC use the same
parameter obtained from the �rst measurement training.

Models
Training Test

RMSE (ppm) MAPE (%) R2 RMSE (ppm) MAPE (%) R2

RF 108 8.5 0.90 155 24.2 0.48
CF 209 16.8 0.63 146 18.9 0.55
CF1stC 297 24.4 0.25 212 28.4 0.03

The results obtained are summarized in Table 3.3 and illustrated in the plots of Figure

3.16. As in the �rst case study, the random forest performed a lot closer compared to the
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Fig. 3.16 Results of the calibration models applied to the third measurement campaign.
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curve �t models, at least to the one using the optimized new parameters. These results are

extremely similar to the one that were obtained during the �rst campaign. Moreover, the

model that used the optimal parameters obtained during the �rst campaign had worse results

from the metrics perspective but taking a closer look at the Figure 3.16 we can notice that it

just constantly underestimated theCO2 concentration. This outcome was surprising, but it

could be explained with a slightly different activation temperature applied or with a drift of

the NDIR commercial gas sensor.

At the same time, this results are encouraging as they presented a potential generalization

capability of the curve �tting, even using different sensor trained and deployed in completely

different classrooms. The metrics exhibited very similar behavior between the model retrained

in the new room and the one previously trained under different conditions, even with different

sensors, although the sensitive material remained the same. The dispersion remains quite high

at lowCO2 concentrations, likely due to the effect of interferents and possibly an imperfect

de�nition of baseline conditions, which are inherently dif�cult to de�ne within a complex

environment and with unstable responses during the night.

3.4.3 Last Measurement Campaign

The fourth and last measurement campaign was repeated in Classroom A1, in the same class-

room as the �rst measurement campaign that was described in this Chapter. The measurement

were collected from October 16 2024 and it's still ongoing, i.e., during the �rst academic

semester. In this particular case the approach and scope of the data collection was slightly

different. In the monitoring unit, two sensitive materials based onNa:In2O3 with different

doping concentrations were included. In channel 1, a sensitive material with 0.5% doping

of Na was used, while in channel 2, the material with 0.4% doping of Na. According to

laboratory measurement done by my colleague Arianna Rossi published in [98], the latter

doping concentration proved to be the most effective in measuring changes inCO2. Since the

previous measurement campaigns have con�rmed the capability of the sensing material of

detectingCO2, this fourth campaign was used to test whether the dopant role observed in the

laboratory is valid for �eld applications.

The monitoring unit was deployed in the �eld, and a couple of days of measurements can

be observed in Figure 3.17. Even at �rst glance, the difference in the sensing performance

of the two materials is already quite noticeable, and it will become even more clear later by

building separate models for each material. Since the measurements are still ongoing and

there is not enough data available for a detailed study, it was chosen to limit the analysis to a

curve �tting approach. This method, having fewer parameters to optimize, has a lower risk of

over�tting. It also allows to directly observe the proprieties of the model obtained.

Once data collection is complete, it will be interesting to analyze the overall response

using a random forest model, combining the responses of both the sensing materials. The

responses are very similar during the daytime but diverge signi�cantly during the nighttime,

and this behavior could potentially help in creating a more generalizable model.
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Fig. 3.17 Two days of measure collected in Aula A1 of the MOX sensors alongside the
commercial NDIR CO2 sensor
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To obtain results comparable to those from the third measurement campaign, only data

collected during the daytime on weekdays was considered, as this is the only period when

signi�cant variations inCO2 are recorded. During the nighttime, the issues related to cross-

sensitivity with interferents remain unresolved. After preprocessing the data as described

in Section 3.2, we applied the different calibration algorithms to both sensors. A concern

arose from the observation that theCO2 concentrations recorded in the classroom were

quite low—signi�cantly lower than expected based on the classroom occupancy and the

concentration that were detected during the �rst campaign. To verify the correct operation of

the commercial sensor, a second one was added from November 14 onward. Unfortunately,

due to the late date of this installation, the data collected from that platform are currently

unavailable to provide a comparison between the measurements from the two commercial

sensors.

Table 3.4 Performance metrics of different models for training and test sets

Models
Training Test

RMSE (ppm) MAPE (%) R2 RMSE (ppm) MAPE (%) R2

CF1stC 683 72.9 -20.7 677 58.9 -17.43
CF 0.5% 195 15.2 -0.77 182 22.9 -0.33
CF 0.4% 66 8.2 0.80 66 7.9 0.82

The results of this modeling are shown in Figure 3.18 and in Table 3.4, where we can

observe the better performance of the sensor with 0.5% Na doping material compared to the

one with 0.4%. Moreover it seems that the results were the best one we ever got. Another

point to note is the measurements obtained by applying the same parameters derived during

the �rst measurement campaign. In this case, it seems that the model seriously overestimates

theCO2 concentration compared to the concentration observed by the commercial sensor.

However, since there is an uncertainty regarding whether the NDIR commercial sensor is

correctly calibrated, we cannot make conclusive statements about the generalization of the �rst

set of parameters. It is nonetheless peculiar that, during the third campaign, the predictions

were not signi�cantly different from those obtained with the original model with a slight

underestimation. Therefore, it is not possible to provide a �nal statement about the capability

of the obtained parameters to be applied in a general way to such a problem.

In any case, it is worth noting the fact that in all three measurement campaigns the sensing

material, despite various changes in the sensors used, proved perfectly capable of measuring

variation ofCO2 concentrations, at different times of the year and in different academic

classrooms. In addition, the curve �tting consistently provided excellent calibration for the

sensor in the different situations of use.
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Fig. 3.18 Results of the calibration models applied to the last measurement campaign.



Chapter 4

Outdoor Air Quality Monitoring

The second main project of my PhD study is about the calibration and validation of sensing

platform deployed in the city of Trento. The main objective is to monitor the concentration

of the main outdoors pollutants, carbon monoxide (CO), ozone (O3) and nitrogen dioxide

(NO2) with an array of chemoresistive gas sensors produced by the Bruno Kessler Foundation

laboratories.

4.1 Experimental Setup

4.1.1 Sensing Units and Data Storage

Two equal sensing nodes were designed, built and deployed. The two devices are made up of

a custom designed electronics for the sensor readout and the necessary hardware to �ow the

gas inside the sensors chamber. A convenient single board computer, namely a Raspberry PI,

was used to interface the electronics to the internet by means of a wi� connection. An electric

membrane pump is connected directly to the 5V power rail to sample the gas from the outside

and feed it into the sensors chamber. A commercial sensor is used to monitor temperature and

humidity inside the sensors chamber as well.

The read-out electronics have two main purposes: turn on the sensor heater at a constant

voltage level, monitoring the heater resistance, and read the resistance of the MOX element of

the sensors. The �rst goal is achieved by means of digital to analog converter and an ampli�er

working in linear regime. The reading of the sensor resistance is trickier, as it usually is in

the mega-Ohm range. A trans-impedance ampli�er is used to both feed the reading reference

voltage and amplify the current in the sensor. In this way it is possible to effectively read

the sensor. As the resistances of sensitive materials are extremely varied during the different

season, depending on their activation temperature and their chemical composition within the

platform the reference resistances for performing read out were divided into two groups. On

the �rst four sensors slots they were chosen to make measurements up to 100 mega-Ohm, and

on the last four to make measurements up to 500 mega-Ohm.

All the data produced by the electronics are collected by a custom cloud service developed

to be lightweight and scalable. All the data-points are stored in a Postgres SQL database and
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Fig. 4.1 Outdoor sensing node.

retrieved by a dashboard application developed using python Dash library. A photo of one of

the designed sensing nodes can be seen in Figure 4.1.

4.1.2 Measurement Sites

The sensing platforms were installed alongside certi�ed environmental monitoring stations

from the local civil protection agency (APPA Trento). The measurements from these certi�ed

stations were used as the gold standard for training and validating the calibration models of

the deployed sensors. The monitoring stations are strategically located in two distinct urban

environments within the city of Trento. The �rst station is situated in a public park near the

historic city center (46° 03' 46.9" N, 11° 07' 33.5" E) and it monitors urban background

pollution. The second station is located adjacent to a busy roadway (46° 6' 15.56" N, 11° 6'

36.72" E) and it tracks the hourly emissions from vehicular traf�c. Inside this thesis the two

stations will be called with the same name as their location, Santa Chiara for the one deployed

inside the city center and Via Bolzano for the one deployed near the busy roadway.

This setup allows for advantageous calibration validation under two different environ-

mental monitoring conditions. A third potential condition, currently not studied, involves

monitoring in a rural area, which differs signi�cantly from both the urban sites in terms of

pollutant concentrations, seasonal effect, and daily air quality distributions.

The two certi�ed stations measure different pollutants. At Santa Chiara, particulate matter

(PM), nitrogen dioxide (NO2), ozone (O3), and benzene are monitored. In contrast, the station

on Via Bolzano the certi�ed gas platform measures PM,NO2, and carbon monoxide (CO)

[107]. The absence of an uniform gas monitoring across both stations hinders a direct model

comparisons, particularly for O3 and CO, that are the primary focuses of this study.
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The installed low cost monitoring units have therefore slightly different con�gurations of

the arranged sensing materials. The unit at Santa Chiara is �ne tuned for ozone monitoring,

while the unit at Via Bolzano is better suited for carbon monoxide detection.

4.1.3 Laboratory Pre-Calibration

The initial study performed in laboratory provided some basic information about the properties

of different sensing material to the analytes that we wanted to study. For carbon monoxide

the measurement were already performed in the laboratory conditions and the material with

the performance was SnTiNb (Tin Titanium Niobium). It exhibited outstanding performance

regarding its sensitivity, limit of detection and time of response in detecting reducing gases

[108], [109]. We therefore decide to focus our attention on the sensing materials that could

detect oxidizing gases and their performance regarding the detection of nitrogen dioxide and

ozone.

The data collected in laboratory, in a controlled synthetic atmosphere and in a stable

temperature condition, provided an initial basis for generating a preliminary calibration

function. This initial data �tting process contributed to give a general idea to be applied

in a more re�ned calibration function that was subsequently applied once the sensors were

deployed in the �eld. Given the limited time available for such measurements, we focused

on the cross-sensitivity of the sensing materials to the two primary gases that we wanted

to monitor in the �eld: nitrogen dioxide and ozone. Both analytes affect sensor response

differently, often altering it in a non-linear manner.

The measurements speci�cally targeted a subset of sensors identi�ed as the best candidates

for the study:WO3 (Tungsten oxide) and ZnO (Zinc oxide) Rods. In the laboratory, their cross

sensitivity was tested by observing the impact of varying ozone concentrations with varying

concentrations ofNO2. A preliminary study varying both interfering variables simultaneously

was not conducted due to the complexity such a study would entail, which we deemed

unnecessary for a preliminary calibration.

Since ozone is an extremely reactive and unstable gas, it cannot be stored in a cylinder.

Therefore, the Thermo Fisher 49 i-PS machine [110], appropriately customized for stable

ozone production, was used to generate ozone, which was then directed �uxed into the

measurement chamber through a te�on tubing. Humidity was introduced into the chamber

via a bubbler, whileNO2 was stored in a cylinder with a concentration of 20 ppm. The entire

measurement chamber was maintained at a constant temperature of 25 degrees Celsius. A

second te�on tube exited the chamber, safely venting the �ushed gases outside the building.

The air�ow injected into the chamber came from two sources: the �rst was controlled by

mass �ow controllers and conveyed air from the gas cylinders at a rate of 200 sccm, while the

second �ow came from the ozone analyzer at a rate of 100 sccm. Thus, the total �ow into the

chamber was 300 sccm, a fundamental measure for determining the desired concentrations in

the chamber using the Equation 2.1.
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4.1.4 Data Acquisition

The measurement campaign began on January 13, 2021, and continued until June 22, 2022,

covering a period of one and a half years for both stations. We considered this duration

suf�cient to observe any seasonal trends for the different gases and to ensure compatibility

with the average lifetimes of the chemoresistive gas sensors used, which is approximately one

year.

4.2 Data Curation

4.2.1 Preprocessing Techniques

For data preparation, the dataset collected from each of the two sensing units was processed

in the same way. For each sensor, the resistance of the sensitive �lm, the resistance of

the heater, and the applied voltage were recorded. The datasets were then divided into

homogeneous subsets corresponding to each different conditions under which the sensing

units were deployed. To perform the separation the list of maintenance days were used as

boundaries. This ensured that each sensor operated under a constant set-up for each individual

sub-set.

Additionally, as the data from the deployed chemoresistive unit has a sampling rate of one

minute while the certi�ed gold standard data are collected hourly, an appropriate aggregation

needs to be employed.

To perform this aggregation while minimizing information loss, various aggregation

techniques were used simultaneously, following a structure similar to the one described

in Section 2.3.2. For each sensor, the number of saturated data points during the hourly

measurement period was registered-i.e., the number of instances where the measured value

reached the set limit for each channel. The maximum and minimum values within the hour

were recorded, as well as the difference between the �rst and last values measured. Each

of these values were saved as additional columns and served as supplementary features,

increasing the number of collected variables. In this way, more detailed information regarding

what happened during the hour of measurement were collected. As the data presented a

negligible noise, the hourly average was directly calculated.

Each of the data collection period is ultimately divided into a TrS, a VdS, and a TeS. This

is done in the two following manner.

• In a time ordered manner. The �rst week after an intervention or installation is discarded

to allow the sensors to adapt to the new conditions and to avoid including particularly

unstable data in the training phase. The following four weeks are used as the Training

Set, the subsequent week is used as the Validation Set, and the remaining period is used

as the Test Set. The data division is unbalanced toward the Test Set to monitor how

well the model behaves over a long period of time.

• In a random way. This instead is obtained by using 50% of the dataset as TrS, 20%

as VdS and 30% as TeS. The �rst week after a maintenance or installation is still
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discarded to avoid the inclusion of unstable data. This second dataset is used just to

see the potential of the model and how the choice of the dataset division can affect the

performance of these kind of models.

4.2.2 Feature Engineering and Selection

Since it is not possible to measure the baseline resistance in the �eld, an alternative method

is needed to mitigate the effect of sensor drift. In this case, the approach taken was the one

described in Section 2.3.3. A time frame of two weeks was employed to obtain a reference

resistance. The two-week period is chosen as it is suf�ciently long to capture a variety of

atmospheric conditions that are representative of the seasonal period. The aggregation of

those data were included as additional information about the last two weeks, to give an insight

over the short time drift of the sensors and those include: the mean, median, 25th percentile,

and 75th percentile of the resistance of each sensor. The sensor response is obtained in this

real condition application as:

S=
R� Rmean

R75%� R25%
(4.1)

where R is the sensor resistance measured,Rmeanis the mean value of the measurements

in the last two weeks, whileR75Perc andR25Perc are the 25th percentile, and 75th percentile of

that data. This is analogous to the Linear Normalization described in Section 2.3.3. The main

difference regard thatRmeanwas subtracted in the numerator instead ofRmin, or R25Perc in this

case. The swap was performed to obtain a variable that has mean zero, that is a preferable

outcome to be analyzed by an arti�cial neural network. The response equation was chosen to

keep intact the shape of the distribution while at the same time providing a reference value for

each measurement. It was decided not to use the minimum or maximum value as they can be

affected by the saturation problem of the resistance of the sensor.

Theoretically, this approach results in two main effects. It provides a variable that is not

affected by sensor drift, unless the drift occurs within the two-week window. However, at

the same time, it may lead to a loss of information regarding variations in the distribution

of the pollutants concentrations of interest during the data collection period. This response

could be used as a new standard. It should be not affected by drift of the sensor or slight

difference in the operating condition and therefore could be used to compare measurement

taken at different sites in different units.

For this reasons, each of the two-week aggregates is added to the dataset as supplementary

information. Finally, two separate data groups are prepared: the �rst contains data about the

individual separated sensors alongside with all their corresponding information, while the

second considers the overall data from all sensors allocated within the unit. This separation

can be useful when many sensors within the unit are not functioning or when only a subset of

them needs to be considered for analysis of the concentration of an analyte.

At this stage, data relating to certi�ed gas concentrations are also split from the input data

collected by the unit. The two datasets remain aligned but distinct, as the former represents
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the output data that the model aims to reproduce, whereas the latter are the input data for the

model.

All the input variables, except the already normalized estimated response value, are then

standardized using a Standard Scaler to ensure they have a mean of zero and a variance of one.

This helps to enhance the stability and ef�ciency of the subsequent algorithms. At the end, a

Principal Component Analysis (PCA), described in Section 2.3.3, is applied to the input data

to reduce the number of analyzed variables. The number of principal components selected

corresponds to preserve 90% of the variance of the TrS.

4.2.3 Gas Concentration Seasonality

One of the main challenges in applying and creating calibration functions in outdoor envi-

ronments is related to the seasonality of gas concentrations. These concentrations follow

a cyclical pattern with well-de�ned frequencies. They usually exhibit cycles tied both to

the hour of the day, to the day of the week and to the season. While the daily cycle is

relatively simple for a calibration algorithm to understand and reproduce, the seasonal cycle

is signi�cantly more complex to handle for several reasons.

The �rst and most important reason is that for an algorithm to understand a cycle, it must

be trained for a period longer than the duration of that cycle. However, this requirement is

extremely challenging to meet as it is unfeasible to wait for one year, or more, to produce

a calibration for a sensing platform. This delay would also risk to overlap the effect of the

sensor drift with those caused by seasonality, making it exceedingly dif�cult to isolate the

two different causes.

The second reason concerns the reliability of the sensor and the unit as a whole, as it is

quite unlikely that the entire sensor platform could collect data without issues for such an

extended period of time.

To enable a model to learn such seasonality, there are two options: either train the model

for a period at least as long as the seasonal cycle, or use some strategy to work around the

problem.

In the data analysis carried out, two different approaches were used to mitigate the issue

of seasonality as much as possible. The �rst approach involved developing a multiple model

training phase, each training is tailored to the speci�c conditions of the unit. By fragmenting

the time period being studied in this way, the effects of gas seasonality are limited. However,

this approach is more of a necessity due to the numerous interventions on the installed units

than a real solution to the seasonality problem.

The second way to address the problem is to carry out a preliminary study on the local

historical data. Using the historical data, an annual trend can be derived, and the pollutant

data can be normalized relative to the historical annual trend. In this way, the normalized data

will show a more consistent pattern over the course of the year, making it easier to calibrate

the platform and to obtain a signal that has a similar shape for the whole year. Clearly, this

approach also has its limitations, the main one being the limited generalization of a calibration

obtained in this manner. In fact, the seasonality of one or more gases may heavily depend on
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the speci�c location [111], and there is not always an open-access historical dataset available

from which to gather the necessary information for such normalization.

Typically, for sensor calibration studies or sensor platform calibration, the division of data

into training, validation, and test sets is performed in chronological order. However, if there

are particularly strong seasonal effects that affects the different sets in different way, there is

a risk of training the calibration model under completely different conditions from those in

which the algorithm will be applied. For this reason, if the same algorithms are trained on

a dataset that is split in a random way while maintaining the same proportions between the

three sets. This subdivision will generally produce a better results compared to a temporal

split. The improvement is in general a combined effect of both the seasonality of the analyte

and the drift of the sensors applied.

If the calibration is intended for calibrating a network of units, rather than using the data

from that speci�c unit being analyzed, it may be more useful to mix the data randomly to

create the three datasets. In fact in this case, the goal is to have the model learn as much as

possible about the seasonality of the gases being studied. If instead the objective is to obtain a

calibration for just the sensing platform itself, it will be more useful to have the training last

as short time as possible. Depending on the intended application and objective, it is important

to choose the most appropriate method to apply the calibration study accordingly.

In the case of this work the concentration of CO [112], NO2 andO3 [113] are heavily

impacted by their seasonality. To limit this effect both approaches have been used.

Another way to try to understand the seasonality of the gases is to use additional data

source that may be correlated with them. One important option regards the use of weather

condition information, for example, to improve the results of the model.

4.3 Results

4.3.1 Laboratory Calibration

Two potentially effective sensitive materials for studying ozone and nitrogen dioxide were

selected and studied through laboratory measurements to con�rm their performance. The

selected materials were ZnO Rods, chosen for its nanoparticle morphology, andWO3. Addi-

tionally, SmFeO3 (Samarium Iron Oxide) sensors were used to have a comparison. The data

collection was performed in a single measurement campaign.

The concentrations chosen for the study were as close as possible to real-world outdoor

conditions. For ozone, the concentration ranged from 0 to 100 ppb, with increments of 20

ppb. For nitrogen dioxide, concentrations starting from 300 ppb were tested, with a range

from 0 to 1.2 ppm, as theNO2 cylinder available had a concentration of 20 ppm, and that was

the lowest concentration that could be �owed in a controlled way by the mass �ow controller.

In the collected �rst set of measurement, represented in Figure 4.2, shows the sensor

response in presence of O3 and NO2. The measurements are normalized relative to the

baseline in clean air. There are various things that can be noticed from the obtained plot:
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Fig. 4.2 Laboratory Ozone measurements collected in different concentrations of Nitrogen
Dioxide
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Fig. 4.3 Laboratory O3 calibration for ZnO Rods material and WO3.

• as a general comment it was observed that the start of the injection of the O3 in the

testing chamber was not stable during the changes of concentration, that can observed

as the spike printed in the Figure 4.2, but they produced limited instability during the

thirty minute of injection;

• the WO3 showed interesting results in the �rst injection of O3, however when NO2
was injected into the chamber it saturated leading to the complete loss of information.

Taking however into account the fact that the �uxed NO2 concentration in the chamber

is way above the actual outdoor concentration, the extremely good results over O3 alone

was kept into account;

• the SmFeO3 instead showed low responses to both gases, with a maximum response

that reached 0.5 in presence of both pollutants in the sensing chamber;

• lastly, the ZnOR showed a clear and fast responses mainly to O3, while the presence of

NO2 in the air worked as a catalyst with an increase of its response without a signi�cant

response to the presence of only NO2.

To process the data, the applied algorithm was a curve �tting model, described in Section

2.2.3, with the data �tted with a polynomial function to better follow the shape of the collected

data. As the WO3 sensor saturated with the injection of NO2, only the data collected with

the sole presence of O3 were compared in Figure 4.3. In the plot it can be seen that the WO3
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Fig. 4.4 Laboratory O3 calibration for ZnO Rods material in various concentration of NO2.

showed an incredibly high response, at the cost of the slower recovery time and its saturation

when the NO2 was injected in the chamber. On the other hand, the ZnO sensing material

showed almost no response in O3, showing an initial decrease of resistance instead with low

ozone concentration, when it is present alone but the calibration plot changed greatly when

the NO2 was �uxed in the chamber, as it can be seen in Figure 4.4. The strange result on the

ZnO Rods can be related to a not completely stable baseline condition, it can be noticed in

Figure?? that the baseline reached in various point during the measurement is not completely

compatible with the initial baseline, explaining the decrease of the response obtained. Instead,

the presence of nitrogen dioxide in the chamber produced a regular and visible increase in

the sensitivity of the ZnO sensor at a stable increase of its concentration without producing a

distortion in the shape of the recorded calibration.

Unlike the approach taken in Section 3.3.3, it was not possible to apply the algorithms

used in the laboratory to the �eld. The de�nition of a baseline as a clean air condition was not

achievable in outdoor condition, which makes it impossible to apply the same curve �tting

algorithm in the �eld. The minimum of the concentration of ozone in an outdoor condition is

not stable during the whole year and it is therefore not usable to provide a de�nition of the

model. For the high ozone response of WO3 material and the swift response and recovery

time of the ZnO material they were both selected to be applied on the �eld to detect ozone

and nitrogen dioxide.



4.3 Results 89

Table 4.1 Santa Chiara sensing material channel after each maintenance.

1/13/21 4/29/21 6/30/21 1/14/22 5/6/22 6/30/22
Channel 1 ZnOR ZnOR LaFeO3 LaFeO3 LaFeO3 SnO2

Channel 2 ZnOR ZnOR LaFeO3 LaFeO3 LaFeO3 LaFeO3

Channel 3 LaFeO3 WO3 WO3 WO3 WO3 WO3

Channel 4 LaFeO3 WO3 WO3 WO3 WO3 WO3

Channel 5 WO3 LaFeO3 ZnOR ZnOR ZnOR ZnOR

Channel 6 WO3 LaFeO3 ZnOR ZnOR ZnOR ZnOR

Channel 7 ZnO ZnOg ZnOg SmFeO3 SmFeO3 SmFeO3

Channel 8 ZnO ZnOg STN STN STN STN

4.3.2 On Field Data Properties

Since the two monitoring stations have had distinct histories and usage conditions, a separate

discussion of each station's history is provided with a detailed analysis of each measurement

campaign. During the measurement period, a series of maintenance interventions on the

monitoring stations became necessary, each aimed at improving the quality of the collected

data. These interventions included the replacement of sensitive materials, changes to the

channels in which the materials were inserted, replacement of broken or malfunctioning

sensors, and general maintenance of various components of the station, including, notably,

the air pump.

Table of Intervention

In the Table 4.1, the various interventions carried out on the Santa Chiara monitoring station

since their initial installation can be observed. To clarify the nature of these interventions,

newly installed sensors have been highlighted in bold. Instead, italic highlight changes of

the same sensor displaced in different channels. Those displacement happened to place the

sensing material in the most suitable channel for its read out. The materials included in

the study of this station wereZnOR andWO3 from the start until the end of the campaign.

Alongside them a plethora of different sensing material have been tried, including Zinc Oxide

sensors with different nanostructures, for example the nanograin one [114]. Two different Iron

materials, theLaFeO3 [115] and theSmFeO3 [116] and the SnTiNb material (often cited as

STN) were also deployed. In the literature all the materials have shown before good properties

to monitor either ozone or nitrogen dioxide in the laboratory.

On the other hand, the platform deployed in Via Bolzano has received the following

manteinance, presented in Table 4.2. To clarify the nature of these interventions, newly

installed sensors have been highlighted in bold. The sensing material that was never changed

was the STN. The only other new sensing material tried is the CNT that stands for Carbon

NanoTubes [117].

Of particular interest is the intervention carried out on January 25, 2022, on the Via

Bolzano station following the discovery of a broken pump. The entire platform was kept

of�ine until the following month. On May 6, 2022, an intervention was required on both

stations to replace the installed pumps, as they were found to be defective. Unfortunately,
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Table 4.2 Via Bolzano sensing material channel after each maintenance.

1/13/21 4/29/21 6/30/21 2/25/22 5/6/22
Channel 1 LaFeO3 LaFeO3 LaFeO3 LaFeO3 LaFeO3

Channel 2 LaFeO3 LaFeO3 LaFeO3 CNT CNT
Channel 3 WO3 ZnOg WO3 WO3 WO3

Channel 4 WO3 ZnOg ZnOR ZnOR ZnOR
Channel 5 ZnO ZnO ZnOg SmFeO3 SmFeO3

Channel 6 ZnO ZnO ZnOg SmFeO3 SmFeO3

Channel 7 STN STN STN STN STN
Channel 8 STN STN STN STN STN

the reliability issues with the pumps signi�cantly impacted data collection during 2022, with

visible effects on the various calibrations performed.

General Properties

In order to have a better understanding of the effects and the reasons for the changes in the

characteristics of the monitoring station, a graph of the data from one of theZnOR sensors

is shown in �gure 4.5. From the plot, several characteristics that are common to different

sensors within the monitoring station can be observed. In particular, the effects of each

intervention can be observed in detail, primarily on the heater and how those changes affected

the resistance of the sensitive �lm. Additionally, the image highlights two issues that have

been previously described regarding the measurement of chemoresistive sensors.

The �rst issue concerns the drift in the resistance of the heater, leading to a consequent

drift in its activation temperature. It has a monotonic structure between each intervention

leading to a continuous decrease of the temperature of the sensing material. The second issue

is related to signal saturation due to the �xed reference resistance used to perform the read out.

Speci�cally, when the resistance of the sensitive material falls outside the measurable range

set by the reference resistance, a constant value is recorded, which is re�ected in the data. To

try to reduce the effect of the saturation a switch of the read out channel was performed in

July 2021, as it can be seen in the plot. This lead to a clear signal for a couple of months, until

the drift increase the resistance of the �lm outside of the readable range.

Finally, Figure 4.6 shows two other types of problems that occurred: the failure of

individual sensors or the breakdown of the pump, which simultaneously affects all the sensors

inside the monitoring station.

4.3.3 Gas Seasonality

The gas seasonal effect was evaluated using the historical data collected by the local en-

vironmental protection agency in Trento using the years 2014-2020 [118], avoiding using

data that were collected during our study. The distribution of the gases during the year is

shown in Figure 4.7. The obtained monthly distribution is typical for these type of gases.

ozone concentration reaches its maximum during the summer, as it is strictly linked to the
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Fig. 4.5 Whole data collected by a ZnOR sensor.
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Fig. 4.6 Effects on the data collected from either the failing of one sensor o the failing of the
pump.
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Fig. 4.7 Monthly seasonal effect over the various gases: a) Ozone measured in Santa Chiara,
b) Carbon Monoxide measured in Via Bolzano, c) Nitrogen Dioxide measured in Via Bolzano.
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sun radiation. On the other hand, nitrogen dioxide and carbon monoxide reach their higher

concentration during the winter as they are byproducts of combustion. It can be noticed,

however, that ozone has the biggest seasonal trend compared to the other two gases, in which

the concentration is almost stable for six to seven months during the year. Even their daily

variation is quite different, as the ozone has a peak during the day, while the nitrogen dioxide

has a two peak structure, one at 8 AM and the second one around 5 PM. Those two peaks are

linked to the traf�c distribution during the day.

4.3.4 Algorithms Applied

The applied algorithms to obtain the calibration functions is the ANN. The speci�c hyper-

parameters, number of hidden layers, number of neurons in each layer, activation function

and the loss function were �xed through a Random Grid Search performed over the various

VdS that was de�ned. In order to avoid having a different neural network structure for each

sensing platform condition, the gird search optimisation was carried out on a sample basis

and the most common value was chosen for each hyper-parameter.

Ozone Algorithm

For ozone monitoring, two feed-forward neural network were selected and implemented using

the Keras package in Python. The preprocessing was applied on the input data following the

description in in Section 4.2, the main differences were related to the model and to the output

gas concentration normalization. The focus of this analysis was the Santa Chiara station, as it

was the only one with an available co-localized gold standard.

One sensor at a time, either aZnOR or a WO3 sensing material, alongside with their

associated data, is processed individually in each monitoring station con�guration. This

produce a total of four different models for each con�guration of the sensing unit. Each

obtained algorithm is made of an input layer, with a number of nodes that is related to the

number of principal components identi�ed by the PCA that retained at least 95% of the total

information.

Additionally, the model includes two hidden Dense layers: the �rst layer is composed of

32 neurons, while the second layer has 8 neurons. Finally, the output layer is composed of a

single neuron. Between the two hidden layer a Dropout layer was inserted to avoid the over�t

of the ANN. In the case of this application, the chosen probability of setting the edge to zero

is �xed to 15%.

Ozone is the pollutant that exhibits the most signi�cant seasonal variation among the

three studied gases. To mitigate its seasonal impact it was decided to not predict directly

its concentration, but rather an appropriately rescaled value. The data that were used to

obtain the rescaling measurement are historical one, collected from the local environmental

protection agency regarding the ozone concentration from 2014 to 2020 [119]. These data

were aggregated on a monthly bases: the mean, 25th and 75th quantile were obtained. The

box plot of the values can be observed in the Figure 4.7.a. Those value are then used to de�ne:
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CO� norm =
CO � Cmean

C75th � C25th
(4.2)

whereCO is the ozone concentration,CO� norm is its new normalized value,Cmean, C75th

andC25th are respectively the mean, 25th and 75th percentile of the ozone concentration. This

approach limits the potential generalization capability of the algorithm, but for the time being,

it remains the best solution to address the issue of the gas's seasonality.

The activation functions employed are Recti�ed Linear Unit (ReLU), and the objective

function to optimize is the Mean Absolute Error (MAE) as outlier could be still present

in the dataset. Once the predictions for each of the four selected sensor are obtained the

results are rescaled back to an ozone concentration by the use of the inverse of Equation 4.3.4.

Then two additional pieces of information are added from the input �les: one concerning the

operational status of the sensors and the other related to their saturations, both added as two

extra columns.

The �nal measurement is obtained as a weighted average of the rescaled sensor predictions

obtained from each sensor having eitherZnOR andWO3 as their sensing material. The weights

are determined by the quality of the collected data during the hour of measurement, taking

into account both the saturation and the working condition. If a sensor has malfunctioned, its

weight is set to zero, whereas for every saturated data point recorded during the measurement

hour, the weight is reduced according to the formula:

WSensor= 1�
nsaturated

60
(4.3)

whereWSensoris the weight applied to the sensor prediction, andnsaturatedare the number

of saturated measurement collected by the sensor during the hour. This de�nition became

necessary as the saturation is a direct effect of both the time drift of the signal and the

seasonal effect. This imply that such a condition is more easily veri�ed in the TeS compared

to the TrS and could lead to highly inaccurate predictions. It was decided not to discard

saturation measurement as they would have created an arti�cial bias, producing a decrease

in the expected signal. In the saturation event even if it is unknown the real resistance it is

known that its value is higher than the one registered. By discarding those Measurements the

effect is an increase of the discrepancy between the obtained mean and the true resistance

value.

However, as a drawback, it is acknowledged that this approach sacri�ces the ability to

exploit correlations between the sensor signals, which might have led to better results at the

price of an increase in the instability of the predictions.

A second model was also trained, this time using at the same time all four available

sensors with theZnOR or aWO3 sensing material, instead of using each of them alone. The

data preprocessing followed exactly the same procedure, however the TrS, VdS and TeS

division has been performed in a random way without keeping intact the temporal structure.

The model kept the same shape of the �rst model described. It had the same number of hidden

layer and neurons in each layer. The number of nodes in the input layer has been determined

by the PCA on the 4 sensors data. One additional test was performed on this model, by
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comparing the same model trained on the data collected during 2021 and the one collected

during 2022, showing the impact of the various problem of the sensing unit on its measuring

performance.

Carbon Monoxide Algorithm

Regarding the data analysis of carbon monoxide sensors, the same strategy presented for

ozone was applied. The only difference lies in the sensitive materials that were selected. In

this case, the sensitive material that proved most suitable, and was consequently selected, is

STN, which demonstrated excellent and consistent responses to variations in carbon monoxide

levels under real-world conditions. For this reason only the data collected from these sensing

material was used in the development of this model. The other materials either proved to

be completely uncorrelated to the changes in the gas concentration or their data quality was

too low too be included. The structure and implementation of the algorithm follow the same

strategy as the models described for ozone. The model was trained and applied over the data

collected in the Via Bolzano, as it was the only station with an available co-located gold

standard.

The input layer has a number of nodes that is related to the number of principal components

identi�ed by the PCA that retained at least 95% of the total information. The model trained

has two hidden Dense layers: the �rst layer is composed of 16 neurons, while the second layer

has 4 neurons. Finally, the output layer is composed of a single neuron. Between the two

hidden layer a Dropout layer is deployed. The model predict directly the gas concentration,

without the use of a renormalized value. This choice was done for two main reason. The

�rst one regard the lack of a strong seasonal effect. The second one is instead related to

the lack of an high enough resolution of the CO gold standard measurement. This lead to a

concentration that was almost constant during a whole day, making it impossible to de�ne a

proper normalization.

The other properties of the algorithm follow the same structure as the ozone model,

including the weighted average of the two STN sensors deployed.

Nitrogen Dioxide Algorithm

Regarding the analysis of nitrogen dioxide, neither laboratory measurements nor �eld ob-

servations have identi�ed sensors suitable for measuring this analyte. This limitation may

be attributed to several factors: the presence of another oxidizing gas, ozone, in higher

concentrations, and the presence of a reducing gas, carbon monoxide, which exhibits a very

similar daily and seasonal pattern. These two factors hindered the identi�cation of suitable

sensitive materials for its analysis. As the nitrogen dioxide presents a seasonal pattern that is

not negligible and its gold standard measurement resolution is way better compared to the

one of the CO, the gas concentration was normalized using the same strategy presented in

Equation .

For the lack of a suitable sensor, or sensor subset, able to detect nitrogen dioxide the

entire pool of sensors available in the sensor platform was used. Given the larger volume
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Fig. 4.8ZnOR preprocessed resistance value vs the Ozone concentration during the 2021 year.

of data, the neural network structure was adjusted slightly. The model consists of an input

layer with the number of nodes corresponding to the principal components that retains at least

95% of the total information identi�ed by the PCA. The model includes three hidden layers:

the �rst composed of 64 neurons, the second with 16 neurons, and the third with 4 neurons.

With dropout layers inserted between each dense layers, with a �xed probability of 15% to

set to zero their connection. Finally, the output layer consisted of a single neuron. As the

whole platform was used at the same time it was impossible to add the weighted average to

help reconstructing a stabler concentration and the model was impacted by the failures of the

sensors deployed.

The exact same model has been trained with the training, validation and test set split both

by shuf�ing the data and by keeping the time order.

4.4 On Field Results

4.4.1 Ozone

During the �rst year section of the measurement campaign theZnOR sensing material showed

its incredible sensitivity to ozone as it can be seen in Figure 4.8 where the comparison

between its resistance and ozone concentration is shown. A relation between the two variables

are clearly visible alongside the saturation problem that affected the sensing material. The

saturation can be clearly seen as the vertical straight lines. However, at the same time it can

be clearly noticed how the different conditions of the sensing platform after each maintenance

in�uenced the plot.
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Fig. 4.9ZnOR normalized signal value vs the normalized Ozone concentration during the
2021 year.

To obtain a more homogeneous result the normalization de�ned in Equation 4.1 was

applied on the sensor resistance collected data while the seasonal normalization described in

Equation 4.3.4 was applied on the ozone concentration. The 2021 data were then plotted in

Figure 4.9 where it can be noticed that the normalization worked as expected and helped in

producing a more stable and uniform data collected congruent even between the four different

platform setup.

The �rst model was trained a total of six times, one for each sensing platform condition,

and the results obtained are showed in the Table 4.3, where the metrics were obtained over

the TeS.

Table 4.3 Ozone models performance metrics obtained. The �rst six rows were obtained by a
temporal division of the set of data, the last two with a random division over the data collected
during 2021 and 2022.

Period RMSE (mg/m3) MAE ( mg/m3) R2 Corr
Jan-Apr 2021 17 13 0.61 0.87
Apr-Jun 2021 16 12 0.77 0.90
Jul-Sep 2021 17 13 0.76 0.76
Sep-Jan 2022 10 6 0.61 0.60
Jan-Apr 2022 45 38 -1.00 0.40
Apr-Jun 2022 19 15 0.65 0.86
Random 2021 10 7 0.92 0.96
Random 2022 11 9 0.87 0.94

The results obtained were stable and coherent more or less during the whole campaign,

aside from the period ranging from January 2022 until April 2022 where the model performed

way worse compared to all the other platform setup. This decrease in performance is mostly
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Fig. 4.10 Calibration plot b) and direct comparison a) between the ozone concentration
prediction and certi�ed measurement obtained during the July September con�guration of the
sensing platform.
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explainable due to the pump failure that happened inside the TeS. This caused the sharp

decrease that can be noticed in all the metrics. A more detailed example of the prediction

can be observed in the Figure 4.10 where the performance of the model during the period

July-September 2021 can be observed more in detail. The period was chosen because it was

placed during the summer, season of the year where the Ozone concentration reaches its peak

values and saturation was observed affecting different sensors. Regardless of that fact the

results are stable over the whole period of 2 months, with only slight effects due to the time

drift of the sensors.

On the other hand, the model obtained with the data randomly divided in three set can

be observed in the last two rows of the Table 4.3. By comparing them to the result obtained

during each of the sensing platform setup period we can notice that the 2021 result shows the

absolute best results, leveraging all the information collected by the sensors at the same time.

Instead, the 2022 model showed a slight decrease of its performance, linked however to the

pump failure that happened during that campaign. By having the TrS covering the full period

of data collection the model could see also the characteristic related to the failure on the pump

and it was able to correct its predictions accordingly. It still has a worse metrics compared to

the one obtained for the �rst year model but it improves by a big margin the single models

obtained during that year.

It is interesting to notice that the mean resolution obtained from our sensing platform,

obtained by considering twice the mean RMSE during the 2021 con�guration is around 30

mg/m3, comparable with the resolution reported in various commercial ozone sensor data-

sheet [120] [121]. If we instead consider the metrics obtained from the model that considers

all the data collected during 2021, the resolution is exactly the same, or in some case even

better, compared to the commercial gas sensors available on the market.

4.4.2 Carbon Monoxide

During the �rst section of the measurement campaign the STN material showed good sensi-

tivity toward carbon monoxide as it can be seen in Figure 4.11. The relationship is clearly

not linear compared to the ZnO and the ozone concentration correlation and the effect of the

time drift is even more clear during the year and after each maintenance. The other effect

that is clearly visible is the lack of resolution of the measurement of the gold standard used

to train, validate and test the calibration. This mainly caused the impossibility of applying a

normalization of the gas concentration over the year.

Another problem that was related to the STN sensing material is the fact that it needs

high activation temperature to correctly measure the reducing gases and at the same time it is

one of the most unstable sensing material that was deployed, as it can be seen from the drift

observable in Figure 4.11. It suffered greatly from failures and its drift with time cannot be

ignored.

The model was trained a total of �ve times and the results for each sensing platform

condition are showed in the Table 4.4. In this case however the metrics obtained from the

results were not stable over the year, as they were severely affected by the lack of accuracy
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Fig. 4.11STNpreprocessed resistance value vs the Carbon Monoxide concentration during
the 2021 year.
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Table 4.4 Carbon Monoxide models metrics.

Period RMSE (mg/m3) MAE (mg/m3) R2 Corr
Jan-Apr 2021 0.17 0.13 0.13 0.43
Apr-Jun 2021 0.05 0.04 0.66 0.82
Jul-Sep 2021 0.3 0.16 0.66 0.82
Sep-Jan 2022 0.3 0.16 0.37 0.66
Jan-Jun 2022 0.08 0.07 0.84 0.92

Fig. 4.12 Model prediction alongside the Carbon Monoxide concentration during one week in
September 2021.

of the gold standard measurement especially during the summer season. This can be clearly

seen by comparing the results obtained during the summer of 2021, when the concentrations

of CO is at its minimum, and all the other periods. It can be noticed that the January June

2022 showed extremely good results even in the presence of the pump failures that were

discovered during that section of the campaign. This might hint at the fact that the changes in

the concentration of CO were so small during that period of time that their predictions were

not affected by the pump failure.

It can be noticed that during two of the �ve platform con�gurations the accuracy obtained

was comparable to the accuracy of the certi�ed instrument, corresponding to 0,1 mg/m3. This

underlines the need of an improved resolution to actually truly con�rm the result obtained.

The data collected during one week in September 2021 alongside the model prediction are

shown more in detail in Figure 4.12. In this way, it is possible to observe in detail how the
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poor accuracy of the sensor used as the gold standard has impacted the calibration, especially

during the summer periods when the variation in gas concentration is comparable to the

measurement precision itself. The model probably was not able to learn the subtle changes of

the real concentration and instead it mostly predicts the mean value measured by the gold

standard.

It was chosen not to further explore the properties of the sensing platform regarding the

CO sensing metrics during the whole year mostly because of the instability of the various

sensing material placed inside the sensing platform, including the various changes done over

the STN sensing material during the sensing campaign. The results would have been affected

mostly by the changes made in the sensing platform than by the actual capabilities of the

sensing materials applied.

4.4.3 Nitrogen Dioxide

In the last case, for nitrogen dioxide, there was no sensing material on �eld that showed a

good correlation with the concentration of the gas, neither on the Santa Chiara or on the Via

Bolzano station. The only one that showed some correlation is the STN but just due to the

high seasonal correlation between carbon monoxide and nitrogen dioxide. In this case, it is

very straightforward to distinguish to which of the two gases the sensor is actually sensitive,

considering that one of them is an oxidizing gas and the other is a reducing gas. For this reason,

we can state with certainty that the sensitive material is not measuring variations in nitrogen

dioxide concentrations, despite having a similar trend. To obtain additional information about

the calibration model for the nitrogen dioxide both the sensing platform in Santa Chiara and

in Via Bolzano have been initially used for the training. However, the station that was used to

perform the �nal training and validation of the model was the Santa Chiara one, mainly for its

stability over time compared to the one deployed in Via Bolzano.

Table 4.5 Nitrogen Dioxide model metrics.

Period RMSE (mg/m3) MAE ( mg/m3) R2 Corr

Jan-Apr 2021 17 14 0.31 0.57
Apr-Jun 2021 12 9 0.05 0.24
Jul-Sep 2021 11 8 0.32 0.58
Sep-Jan 2022 14 11 0.53 0.74
Jan-June 2022 12 9 0.58 0.77
Random 2021 9 6.4 0.52 0.83
Random 2022 9 7 0.66 0.87

The model obtained using all the sensors for each sensing platform con�guration showed

pitiful results, both from an error perspective, as seen in Table 4.5 and also from the lack of

capability of the predicted value to follow the daily concentration trend of nitrogen dioxide.

The result obtained from the collective 2021 and 2022 data showed some improvement

compared to the single sensing platform con�guration at least from the metrics but the result

of the 2022 model can be seen more in detail in Figure 4.13.
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Fig. 4.13 Model prediction alongside the nitrogen dioxide concentration during 2022.

The results obtained for this gas were the worst when compared to ozone and carbon

monoxide. None of the sensitive materials proved even partially selective to this type of gas

under real conditions, likely due to the low concentration of the gas, particularly relative to

the concentration of ozone, which is an interfering oxidizing agent. Additionally, the high

correlation with a reducing gas, carbon monoxide, which has a similar daily and seasonal

pro�le, complicates matters further. At present, and based on the sensitive materials currently

used, the sensor platform has not proven capable of providing precise measurements for this

gas.

This result is similar to the general condition of nitrogen dioxide low cost gas sensor

present on the market, as they have a low accuracy and a relatively high limit of detection,

that is comparable to the concentration present in the outdoor condition. It is therefore quite

dif�cult to say if the poor results are mainly due to the sensing material used or the low

concentration of the pollutant in the air.
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Conclusion and Future Perspective

The results presented in this work showed the potential of employing chemoresitive sensors to

monitor air quality in both an indoor and outdoor condition through the use of a combination

of innovative sensing materials and an appropriate calibration function.

During the �rst project an air quality predictor system based on three different models

was proposed: laboratory analyses calibration, curve �tting approach, and RF regression.

The algorithms processed the collected sensor chemoresistive data, i.e.,Na:In2O3 sensor

responses, alongside temperature and humidity measured with a commercial sensor. The

calibration model acquired from a curve �tting algorithm proved to be the most effective

and accurate, capable of providing the best predictions regardless of changes of the speci�c

chemoresistive sensor deployed, the location where the unit was deployed or the ventilation

condition. The results were further generalized through the additional studies performed after

the conclusion of the �rst measurement campaign where the limits and potential improvement

of the system were explored.

The stability of the obtained results were rati�ed by the repeatable performance metrics

obtained in the different measurement campaign. During the third data collection campaign in

particular, it was also con�rmed that issues related to the unusual nighttime responses of the

chemoresistive sensor occurred in a similar manner with the commercial VOC sensor, which

was paired with the CO2 sensor. However, the reliability issues regarding the data collected

by the VOC sensor prevented a more detailed investigation into whether these factors alone

were suf�cient to explain the observed unusual nighttime behavior. It is also unclear whether

the strange response curve was due to an actual increase of VOC concentrations in the room

during the night and the weekend, or if instead the matching response of the chemoresistive

and the commercial VOC sensor was due to a common interferent.

It would certainly be interesting to explore which hypothesis is the correct one by coupling

the sensitive material Na:In2O3 with a second material more responsive to VOCs—by using

for example adequate MOX sensor. If the VOCs are proven to be the main causes of the

strange nighttime behavior, the additional sensor could help mitigate issues in predicting

nighttime concentrations for future applications and more in-depth studies.

Moreover, during the last measurement campaign, the onsite data collection con�rmed

the preliminary laboratory measurements about the role of the dopant concentration in the
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Indium Oxide sensing material con�rming that 0.4% dopant is the optimal concentration. The

calibration performed with the parameters obtained during the �rst campaign gave extremely

different results compared to the NDIR commercial gas sensor. It would also be extremely

interesting to compare its measurements with a different commercial gas sensor, to have a

better idea about the real performance of the MOX sensor and the stability and variability of

the measurement of the commercial gas sensors.

Regarding chemoresistive gas sensors applied to outdoor air quality monitoring, the

results are highly encouraging, particularly concerning the monitoring of ozone and carbon

monoxide. The sensitive materials SnTiNb and ZnOR have demonstrated excellent responses

to concentration variations of these compounds under real-world application conditions.

The obtained ozone monitoring results are incredibly encouraging—showing performance

comparable to several commercial sensors in a real-world air quality monitoring scenarios,

despite the signi�cantly lower cost of MOX sensor fabrication. The same cannot be said for

the calibration results of carbon monoxide sensors. The calibration of these sensors is heavily

constrained by the measurement resolution of the certi�ed sensor used for comparison and it

is currently impossible to truly have a precise idea about their sensing characteristic in real

world.

Lastly, the calibration obtained for measuring nitrogen dioxide concentrations is disap-

pointing, both in terms of identifying a sensitive material capable of performing this type of

measurement and in terms of the overall measurement performance of the sensing platform.

It is important to emphasize that measuring this type of gas at low concentrations is extremely

challenging, even for currently available commercial low cost sensors, which report similar

results under real-world conditions.

However, for both applications various technical issues encountered with the monitoring

station—particularly the frequent breakdowns of the pump, the signi�cant drift in both

the signal and the heater recorded by the sensors, as well as saturation problems in the

readout—have prevented a precise assessment of the long-term performance of the sensors.

It would therefore be extremely interesting to repeat the experiment with improved

reliability of the sensor platform and by mitigating the various issues currently affecting

both the readout of sensitive materials and the long-term stability of the sensors themselves.

Additionally, it would be worth exploring the possibility of generalizing the models obtained

in outdoor conditions by evaluating them in completely different scenarios from those in

which they were initially developed.

In conclusion, the MOX sensors studied over the three years of the doctoral research

have demonstrated excellent sensing characteristics for both indoor and outdoor applications.

The data analysis techniques developed and re�ned during the doctoral research have proven

effective in homogenizing sensor responses, reducing variability caused by the deployed

location of the unit and modi�cations of the whole sensing platform. Additionally, they

successfully mitigated the effects of response and baseline drift within the sensor applications

themselves. This has led to stable performance obtained by the application of the trained model

to perform measurements of various gas present in the air. These results have been achieved

through the use of sensitive materials speci�cally developed for the studied applications, as
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well as through the use of known sensitive materials previously reported in the literature, for

which only laboratory measurements were available until now.





Appendix A

Ozone Night Peak

A.1 Introduction

During the study of the calibration function modeling for the sensor platform in Trento, the

presence of nighttime ozone peaks began to emerge within the dataset under analysis. Since

this gas is naturally produced through the interaction of solar UV rays with other atmospheric

pollutants, its concentration should not increase during the night. Due to the absence of

classical production mechanisms, these events drew interest, prompting further investigation

into the dynamics of ozone-rich air movement across the province of Trento. Investigating this

issue is particularly intriguing in this region, which is characterized by a complex morphology

rich in valleys and mountains.

Several studies in literature have analyzed ozone transport, identifying two possible

types of movement: vertical and horizontal. Vertical transportation are characterized by

ascending or descending gas movements within the atmosphere, driven by convective motions,

updrafts, and downdrafts, which can in�uence measured ozone concentrations. Horizontal

transportation, on the other hand, involves the long-distance displacement of air masses rich in

ozone, often driven by sustained winds. Studies of this nature have been conducted in several

speci�c regions, including Amazonia [122], and parts of China [123] ,[124]. In general, such

studies do not provide a generalized explanation of the phenomenon but rather offer local

analyses of historical data.

In this ongoing study, the focus is on data collected within the province of Trento to try to

better understand the Ozone concentration distribution and its dynamic transportation in the

region. The work completed so far has involved data collection and alignment from various

sources, which is described in detail in the next section, as well as a preliminary categorization

and explanation of the identi�ed events.
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A.2 Methods

A.2.1 Geographic Context

The focus of this study is the province of Trento, speci�cally the Adige Valley and the Sarca

Valley. These areas were primarily chosen because the provincial environmental protection

monitoring stations, which track air quality and, in particular, ozone concentrations, are

located within these valleys. The two valleys run parallel to each other until they meet just

north of the city of Trento, and they are generally oriented in a north-south direction.

Due to their morphology and geographic location, both valleys exhibit distinctive wind

conditions. The Adige Valley is characterized by the Föhn wind, a warm, dry wind that blows

from the north as it descends over the Alps. This wind is typically accompanied by an increase

in temperature and a decrease in air humidity. On the other hand, the Sarca Valley experiences

several characteristic winds, including the "Ora del Garda" [125] which blows from south to

north during the day, and the "Peler," which blows from north to south at night [126].

A.2.2 Dataset Used

The data used in this study were collected from two main historical data sources. The �rst

source was the environmental protection website of Trento, from which ozone concentration

data were obtained for sites including Parco Santa Chiara (Trento), Piana Rotaliana, Rovereto,

and Riva del Garda. Essentially, these are all the locations where air quality measurements

have historically been conducted. The data were downloaded for the period from 2015 to

2021 [127], as this was the timeframe during which all four stations were consistently in

operation, allowing for comparisons across different regions of Trentino simultaneously.

The measurements were taken hourly, meaning that the temporal resolution of the data

unfortunately does not go beyond that of hourly intervals.

Alongside the air quality dataset, a rich weather data collected by meteo Trentino was

used. In this case, the focus was on weather stations closest to the air quality stations, in order

to gain a more precise understanding of the overlapping conditions. The selected stations

were Dro (T0379), Rovereto (T0147), and Trento (T0129). From these stations, data were

downloaded on temperature, recorded every 15 minutes; humidity, also recorded every 15

minutes; and wind direction and speed, recorded every 10 minutes [128]. Dro was chosen

because it is the closest station to Riva del Garda that also measures wind direction and speed.

Unfortunately, no suitable stations were found with data about meteorological conditions,

particularly wind characteristics, around Piana Rotaliana.

A.2.3 Data Preprocessing

The data were temporally aligned to convert both datasets into the UTC timezone. This

was necessary because the environmental protection agency recorded data in UTC-2, while

MeteoTrentino's historical data was recorded in UTC-1. Once the data were realigned, no

rescaling was performed to avoid loosing the �ner temporal resolution provided by the weather
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Fig. A.1 Example of a Night Peak Event

sensors. Instead, the weather data were cleaned, which involved examining the data quality

indicators included with the measurements. All corrupted data or those �agged as inaccurate

were removed, and the remaining measurements were retained. Regarding the data collected

by the environmental protection agency, these were considered certi�ed, and therefore no

further preprocessing was conducted on that dataset.

A.3 Preliminary Results

The collected data were initially categorized to identify nighttime ozone peak events. To

focus on the most signi�cant events, strict criteria were imposed for its de�nition. Thus,

broader de�nitions could identify a greater number of nighttime peaks. The de�nition used is

as follows: a "nighttime peak" is de�ned as a night during which there was an increase of

at least 30 micrograms per cubic meter compared to the measurement taken at 20:00 UTC.

The event could occur at any of the four stations to be cataloged. The time of 20:00 UTC was

chosen because it is the time at which it is certain that the sun has set, meaning a decrease in

ozone concentration should be expected in the absence of ozone transport. The value of 30

micrograms may be excessive, but the conscious choice was made to focus on cases of intense

ozone transport to better understand the underlying causes before conducting a �ner-grained

categorization.

Table A.1 The data has been �ltered to include all nights in which a nighttime peak was
recorded in at least one of the four locations. For each location, it indicates whether a
nighttime peak occurred on those nights.

Riva Piana Trento Rovereto

No Night Peak 29 26 18 33
Night Peak 123 126 134 119
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Despite such strict conditions, a total of 152 nighttime peaks were identi�ed, which

corresponds to approximately twenty events per year. In Figure A.1, a representative event

is shown, depicting the measured concentrations at each of the four stations, hour by hour,

throughout the night. As it can be seen it follows a clear north to south dynamic of the start

of the night ozone peak. Happening �rst in Piana, then in Trento and at the same time in

Rovereto and Riva del Garda. In Table A.1, the number of events identi�ed at each of the four

stations are shown. It can be noticed that out of a total of 152 events most of them happens on

the same night in all four stations.

Table A.2 Summary of different peak occurrences and wind speed information in the three
cities

Riva Trento Rovereto

high wind speed and night peak 83 64 14
high wind speed and no night peak 9 2 1
low wind speed and night peak 20 48 86
low wind speed and no night peak 12 11 25

Table A.3 Preferred wind direction during the night peak events

Riva Trento Rovereto

North 16 76 55
North East 101 6 6
East 0 0 8
South East 0 4 4
South 2 3 12
South West 4 1 1
West 0 0 0
North West 0 37 11

Furthermore, for the nights during which a nighttime peak occurred, the wind speed

and direction were analyzed in the three cities where data were available. The events were

divided depending on the wind speed observed during starting hour of the wind peak with

the threshold chosen at 2 m/s. Higher value would be placed in the high wind, lower value in

the low wind condition. The direction instead was obtained from the dataset directly, taking

into account the median speed direction registered during the starting hour of the night peak,

clearly taking into account the 360 periodicity of the measurement. It was observed that on

these nights, there was typically strong wind coming from the north in Trento and Dro, while

in Rovereto, the wind was signi�cantly weaker and often lacked a de�ned direction, despite

there still being a considerable number of ozone peaks recorded in this city. The obtained

results can be observed at Table A.2 and at Table A.3.

At the moment, this data supports the hypothesis that the most likely cause is horizontal

transport, driven by the Peler and the Föhn winds. This seems to be the most likely explanation

as the peak are more easily observed during high wind speed nights, and the wind direction,
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at least in Trento and Riva, clearly indicate the North direction. The Föhn appears to weaken

signi�cantly by the time it reaches Rovereto, rather than extending fully through the complete

length Adige Valley. This conclusion is supported by the sharp decrease of high wind speed

night peak and the sudden increase of low wind speed night peaks.

A.4 Future Studies

To gain a more precise understanding of whether the observed phenomenon is due to horizontal

transport caused by the Föhn wind, there is an intention to conduct a detailed study of the

temperature data recorded in the Adige and Sarca Valleys. In the presence of this type of

wind, a dip in the temperature-altitude pro�le at the monitoring station is expected. Such a

phenomenon should occur exclusively in the presence of the Föhn wind, at least within the

province of Trento. However, at the moment, there has not yet been enough time to carry

out a study of this nature to examine the coincidence of dates and determine how many of

the nighttime peaks can be explained by Föhn events. However, from the preliminary results

collected it seems plausible to expect that a large number of events could be explained by their

conjunction with Föhn events. Alongside the study on the temperature pro�le it would also

be interesting to expand the study to the Bolzen province in order to understand the origin of

the air rich of ozon by studying the northern section of the Adige Valley.
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