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ABSTRACT Diseasomes have emerged as valuable tools for analyzing and understanding the complex
comorbidities correlations that characterize chronic clinical conditions. To date, they have typically been
studied without accounting for distinctions between associations specific to the disease of interest and those
occurring in the general population, which significantly weakens and limits the results. To address this
issue and improve methodological robustness, we developed a novel pipeline that integrates a Control group
directly into the Diseasome analysis, designing and implementing a straightforward multi-step approach for
processing patient-level health-related big data, gathered from either large cohort studies or Electronic Health
Records (EHRs). The methodology was validated on a de-identified, publicly available ICD-9 code–based
EHR cohort from the U.S. Department of Veterans Affairs (VA), predominantly composed of U.S. veterans
receiving care within the VA healthcare system (n = 925,639; mean age 64.3±13.2 years; nHTN = 595,782,
nControl = 329,857). The primary outcome measure is pairwise disease co-occurrence quantified as Relative
Risk (RR) with 95% confidence intervals, complemented by the Matthews Correlation Coefficient (ϕ)
and a Label Permutation Test to identify associations statistically enriched in the HTN group relative to
Controls; all significance decisions are based on Benjamini–Hochberg FDR-corrected p-values (α = 0.05).
Eight disease-disease associations were identified as statistically specific to and stronger in the HTN cohort
(all FDR-corrected p < 0.05), the strongest being Drug Abuse – Chronic Liver Disease (RR = 3.81,
95% CI: 3.75–3.88), Bipolar Disorder – Psychosis (RR = 3.69, 95% CI: 3.59–3.80), and Chronic Liver
Disease – Alcohol Abuse (RR = 3.32, 95% CI: 3.27–3.38); all of them consistent with shared molecular and
genetic evidence extracted from DISGENET databases, providing complementary context in a hypothesis-
generating framework. The proposed pipeline provides a generalizable, statistically grounded framework
for building disease-specific comorbidity networks that can support clinical risk stratification, comorbidity
screening, and hypothesis generation for targeted preventive interventions in chronic disease management.
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INDEX TERMS Big data, diseasome, comorbidities, network analysis, hypertension.

I. INTRODUCTION
In the post-genomic world, the idea that diseases should
be analyzed as part of a complex system of interactions
gained increasing traction, especially to address the economic
and health issues posed by multimorbidity, defined as two
or more co-existing chronic pathologies in one person [1],
[2], [3]. As a result, the concept of Diseasome was born
to effectively represent these interactions and to integrate
multi-domain data from clinical to molecular and proteomic
levels [4], [5], [6], [7]. The network approach has the dual
advantage of being an intuitive and immediate way to map
major comorbidities of a disease, as well as a useful tool
for data analysis, optimizing statistical and computational
processing.

Concurrently with the advent of big data, the rise of
precision medicine has represented both a great opportunity
and a challenge for the biomedical field [8]. On one hand,
network biology has facilitated a wider understanding of
disease mechanisms, allowing for a more holistic approach to
treatment and prevention. On the other hand, the abundance
of diverse data can lead to an overflow of noise alongside rel-
evant information, causing potentially interesting discoveries
to be overlooked. The majority of comorbidity networks are
constructed frommeasures of co-occurrence between pairs of
disorders, drawing on mathematical graph theory to interpret
the results. However, although pairwise analysis is widely
used in literature, no standard procedure has been developed
yet. Moreover, this type of network is usually presented as
standalone research, lacking a comparison with the general
population. Although tracing all comorbidity clusters can be
useful for an in-depth understanding of disease complexity,
when it comes to deciding practical steps such as lifestyle
changes or drug administrations, too much information can
be almost equal to no information. Therefore, thinking
globally in the big data era cannot mean taking in data
without discrimination; it must entail careful and weighted
selection.

With this work, we aim to address the needs of clinicians
for an easy-to-use and statistically sound practical guide to
network biology using a multidisciplinary approach typical
of data science. Thus, we propose a feasible, multi-layered
operational framework to deal with EHR data complexity
by designing specific clinical and molecular Diseasomes for
non-communicable chronic diseases. Through the embedding
of different techniques, we developed an agnostic application
pipeline able to extract only significant disease associations
from a given dataset. Combining statistical methods in a
straightforward process allowed us to find comorbidities
strongly correlated to a target disease and to improve
network analysis robustness. Additionally, we reinforced
the epidemiological correlations from a molecular point
of view using information available on the DISGENET
platform.

The methodology was tested on a real-world dataset in
order to assess potential strengths and weaknesses, selecting
an open-access ICD-9 code-based dataset on common risk
factors and diseases in a cohort of U.S. veterans. To furnish a
practical example on how to apply our framework, we chose
as target disease HTN, a globally widespread chronic illness
affecting 1.28 billion adults (aged 30–79 years) worldwide,
according to the World Health Organization [9]. The global
burden of HTN and its organ-related damages is a matter
of immediate concern as it is one of the major modifiable
risk factors for cardiovascular and cerebrovascular diseases,
contributing to the global overall mortality [10]. Furthermore,
around 60 % of individuals with HTN have at least
one comorbidity [11]. Thus, identifying a clinical and
molecular Diseasome in HTN has great potential for a better
understanding of the intertwined association with other co-
existing conditions.

While control-group comparisons have been explored
in other epidemiological contexts, their systematic integra-
tion into diseasome construction pipelines remains, to the
best of our knowledge, unreported in the literature. Prior
Diseasome studies have typically analyzed disease co-
occurrence networks in a single population, without a
formally defined Control group, making it impossible to
distinguish associations specific to the target disease from
those reflecting general population-level multimorbidity pat-
terns. The specific methodological contributions of this work
are: (i) a pipeline that systematically integrates a Control
group at every analytical stage of Diseasome construction;
(ii) a Label Permutation Test to identify statistically enriched
disease-disease associations in the target population; (iii) rank
and robust z-score normalization to enable cross-population
Relative Risk comparison independently of sample size and
base-rate differences; and (iv) integration of molecular and
genetic evidence using DISGENET to provide biological
context for the identified associations. In this context, the
term Clinical Diseasome refers to a weighted network in
which nodes represent disease clusters and edges represent
statistically significant pairwise co-occurrence associations,
quantified by RR and ϕ. Importantly, this type of network
captures cross-sectional statistical associations between diag-
noses and should not be interpreted as causal or temporal: the
presence of an edge indicates that two conditions co-occur
more frequently than expected by chance, but does not imply
that one causes the other or that one precedes the other in time.

The remainder of this paper is organized as follows:
in section II, we provide an overview of related works;
in section III, we describe in details our implemented
methodology to design the clinical and molecular Diseasome
for a target disease; in section IVwe show the results obtained
after each step when applying our approach on a real dataset,
strengths and limitations are then explored in section V.
Eventually, we draw our conclusions in section VI.
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FIGURE 1. Overview of the multistep pipeline to obtain the clinical and molecular Diseasome for a target disease. The dataset (n > 100,000 subjects) is
represented in dark grey. The blue boxes represent the cohort split into the target and Control groups. The green boxes (Step 1) represent the main
statistical analysis performed on each group independently. The dark teal boxes are the intermediate results produced at each stage of the pipeline. The
amber box (Step 2) and the dark red box (Step 3) represent the network comparison steps used to filter disease associations that are statistically specific
to the target group. The purple box (Step 4) represents the molecular analysis performed via DISGENET to provide biological support to the retained
associations. The final dark teal box is the output of the full pipeline: the restricted clinical and molecular target Diseasome, which is statistically specific,
stronger in the target group, and molecularly supported. The dashed pink box indicates an optional recommended step, applicable when additional
covariate data are available for confounder adjustment.
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II. RELATED WORKS
Network models are a popular tool in bioinformatics for
handling the increasing abundance of omics data, and their
potential for biomedical applications has been well explored
in previous works [8], [12], [13], [14], [15], [16]. Still, Disea-
somes can be designed using different methods, ranging from
co-occurrence metrics to more complex clustering models.
Faner et al. [12] employed a combination of co-occurrence
metrics, more specifically RR (Relative Risk), ϕ (Matthews
Coefficient), and a Poisson filter together, to construct the
clinical CPD Diseasome, and the DISGENET databases to
build the molecular CPD Diseasome. Despite producing
interesting discoveries, the epidemiological strength of this
study is limited by its relatively small sample size (number
of subjects = 5447). Indeed, to increase results robustness,
we argue that larger EHRs, similar to the one used here,
are necessary. However, processing and interpreting big
data require different computational tools; for that pur-
pose, over the years, literature mining-based methodologies
have been developed [17], [18], concomitantly with graph
theory-based algorithms, such as the DIAMOnD algorithm,
applied on the humane interactome for understanding genetic
associations of cardiomyopathies [19], or the recently
proposed new algorithm GraCoal by Windels et al. [20],
for describing genetic interaction networks, to cite a few.
Although individually distinct, all these approaches have
in common the creation of very dense networks, usually
with the a posteriori detection of the strongest associations.
Dense networks are highly useful in certain applications
where a comprehensive overview of node connections is
essential [20], but they may hinder interpretability in contexts
involving epidemiological disease-disease correlations of
chronic pathologies, where correlations are very frequent
and not always informative. Therefore, our approach adopts
an alternative strategy, proposing to downsize a priori the
significant associations, using both co-occurrence metrics
and hypothesis testing through Label Permutation, with the
novelty of implementing in the pipeline a Control group
comparison. In Liu et al. [21], Label Permutation was proven
to be an effective method to find sex differences in gene-
disease associations, even compared to logistic regression
and Woolf’s test of heterogeneity; still, this analysis is
not yet been probed to find disease-disease correlations
differences in a target disease of interest and a control
population.

On the clinical side, the synergetic effects of HTN in
pathologies such as nicotine addiction, drug addiction, obe-
sity, and diabetes are well known [22], [23], [24]. Addition-
ally, HTN is also frequently associated with cardiovascular
diseases, chronic kidney diseases, atherosclerosis, and renal
diseases [25], [26], [27], [28]. However, a comprehensive
vision of the reciprocal relationship between diseases is
still missing in current literature; thus, our study also aims
to fill this knowledge gap by creating a specific HTN
Diseasome.

III. METHODS
This section is divided into six parts: a general overview
describing the pipeline, a section on data pre-processingwhen
confounders are available as variables, and four paragraphs,
each corresponding to a stage of the process. More specif-
ically, as summarised in Figure 1, a multi-step process was
developed, consisting of four main phases: i) a main analysis
aimed to create general and descriptive networks, ii) a label
permutation-based test for networks comparison to select the
correlations significantly different among the networks, iii)
a relative risk (RR) distribution analysis to find associations
specific to the population under investigation, and finally iv)
the search and extraction of shared genetic and molecular
basis among diseases from DISGENET, a comprehensive
the genotype–phenotype–therapy platform. Each step poses a
specific challenge, since it requires different statistical tools
and analysis to fulfill the purpose.

A. GENERAL PIPELINE
The methodology was conceptualized by observing how
the huge amount of correlations typically characterizing
Diseasome studies could lead to complex data interpretations.
The intention behind it was to downsize the number of
associations to the ones statistically and clinically relevant by
implementing control groups into network analysis.

After selecting the clinical condition of interest, the
dataset is divided into two cohorts: a group characterized by
individuals with the condition under investigation, labeled
‘‘Target’’, and a group characterized by individuals without
the condition, labeled ‘‘Control’’. Each subset contains
the same variables, e.g., disease clusters, each individually
corresponding to a series of ICD-9 codes. Initially, the
analysis is performed in parallel on the two groups, focusing
the research on the associations of the clusters left (since
the Target is no longer one of them). Henceforth referred
to as the main analysis, this section chiefly comprises
the imposition of co-occurrence metric cut-offs to select
only the comorbidities statistically more related to each
other. Two distinct Extended Clinical Diseasomes are built
from it, one for each subset, Target and Control (see
Figure 4a) and Figure 4b)). If data on key confounders
(e.g., age, sex, race/ethnicity, healthcare utilization, calendar
year) are available, the proposed framework accommodates
standard adjustment strategies, including propensity score
matching or weighting, multivariable regression, or stratified
analyses. These approaches can be used to align target
and control populations and to estimate adjusted expected
disease co-occurrence. However, many large-scale EHR
resources—particularly those subject to privacy-preserving
data releases—do not consistently provide individual-level
demographic or utilization variables. In such settings,
implementing full confounder adjustment is not feasible.
Accordingly, in this study we focus on demonstrating a
general strategy for defining and using control groups in
Diseasome analyses, even under realistic data constraints.
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The empirical application presented here should therefore be
interpreted as an illustrative use case rather than a causal
analysis, and the result interpretation should always take into
account the existence of latent confounding factors.

The second part of the work is directed towards network
comparison, with the intent of extracting only significant
associations in the Target population. Since the pipeline’s
essential intent was the introduction of a Control group
to improve methodology robustness, tackling the intrinsic
issue of co-occurrence metrics (whose relative nature does
not allow direct comparison when they are calculated from
different populations) became a necessity. We achieved
this goal using two complementary approaches: a Label
Permutation (LP) Test, generating the Filtered Clinical
Diseasomes (see Figure 4c) and Figure 4d) ), and Relative
Risk distribution analysis coupled with the integration of
molecular evidence, resulting in the design of the Restricted
Clinical and Molecular Target Diseasome (see Figure 6).
In summary, once the association between pathologies is

assessed in an epidemiological sense through co-occurrence
metric analysis, permutation-based testing, and finally
distribution-based analysis, their genetic overlap is also
explored. The next paragraphs explain and examine in depth
each step.

B. CONFOUNDER ADJUSTMENT AND STRATIFIED
ANALYSES (IF DATA AVAILABLE)
When individual-level covariates are available, confounder
adjustment can be formally incorporated into the proposed
pipeline prior to the main co-occurrence analysis at the
cohort-definition stage. Here we describe three common
approaches.

Let Z denote the indicator of membership in the Target
cohort and X a vector of observed confounders (e.g., age,
sex, race/ethnicity, healthcare utilization, calendar year). In a
propensity score framework, the propensity score e(X ) =

P(Z = 1 | X ) is estimated using a logistic regression
or other suitable classification model. Target and Control
individuals can then be matched on e(X ) or weighted
using inverse probability weights (IPW), yielding pseudo-
populations balanced with respect to the observed covariates.
Disease co-occurrence metrics are subsequently computed
within the adjusted populations, and Extended Clinical
Diseasomes are constructed following the same procedures
described in the main analysis. In this setting, observed
co-occurrence reflects expected associations conditional on
the measured confounders. However, both approaches have
limitations: matching discards subjects in regions of poor
covariate overlap, which can induce substantial sample loss
and instability when the two cohorts differ markedly in size or
composition. IPW, while retaining all subjects, suffers from
extreme weights when propensity scores approach 0 or 1,
leading to inflated variance and numerical instability.

As an alternative or complementary approach, stratified
analyses can be performed by partitioning the population
into mutually exclusive strata defined by key covariates

(e.g., age categories and sex).Within each stratum, Target and
Control cohorts are analyzed separately, and stratum-specific
co-occurrence networks are derived. Network features or
edge-level statistics can then be compared across strata
or combined using weighted aggregation, allowing the
assessment of effect heterogeneity and robustness of disease
associations across clinically relevant subpopulations. Strati-
fication is limited by potential sparse cell counts across strata
and sensitivity to arbitrary categorization of stratification
variables, which can reduce power and inflate uncertainty in
stratum-specific estimates.

A third possible strategy (which avoids these limitations,
as briefly explained in section V) is Overlap Weighting
(OW). OW assigns each subject a weight proportional to the
probability of belonging to the opposite group:

wi =

{
1 − êi if Zi = 1 (Target),
êi if Zi = 0 (Control),

(1)

where êi is the estimated propensity score for subject i.
This construction naturally targets the overlap popula-

tion—those whose covariate profile is well-represented in
both cohorts. Subjects in this region of common support
receive higher weights and contribute more to the analysis,
while subjects at the extremes (whose covariates are rare in
one group or the other) receive lower weights, without being
discarded entirely.

All subsequent association measures (RR, MCC, χ2) are
computed on weighted contingency table cells:

a =

∑
i:Zi=1

xi=1, yi=1

wi, b =

∑
i:Zi=1

xi=0, yi=1

wi, . . . (2)

so that every stage of the pipeline operates on the
OW-adjusted pseudo-population rather than the raw cohort.
Balance is assessed via the weighted Standardised Mean
Difference (SMD) for each confounder:

SMDj =
X̄j,Target,w − X̄j,Control,w√
(σ 2
j,Target,w + σ 2

j,Control,w)/2
, (3)

where subscript w denotes calculations on the weighted
pseudo-population. A threshold |SMD| < 0.10 is considered
indicative of adequate balance.

Although not applicable to the present dataset due to the
lack of publicly available covariates, OW is the recommended
default for this pipeline, fully implemented in the code to
enable its application to different EHRs with individual-level
data.

C. STEP 1: MAIN ANALYSIS
Themain analysis comprises two distinct categories of filters:
(i) filters applied at the single-disease level, comparing
the Target and Control cohorts; and (ii) filters applied at
the disease-disease level, computed separately within each
cohort.
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Initially, a 1% prevalence screening is performed on
the Target subset: a disease is flagged if its prevalence
in the Target cohort falls below the predefined threshold;
such diseases may be excluded from subsequent analyses if
desired.

For each remaining disease, a χ2 test is performed to
compare its prevalence between the Target and Control
cohorts. The resulting p-values are adjusted for multiple
comparisons using the Benjamini–Hochberg False Discovery
Rate (FDR) procedure with a 5% threshold. Only diseases
with FDR-adjusted p-values below 0.05 are retained for the
subsequent pairwise analysis.

For the diseases that pass the previous step, all possible
disease pairs are generated. Within each cohort (Target and
Control separately), the following measures are computed for
every pair:

• χ2 test of association (FDR-adjusted at 5%)
• Relative Risk (RR)
• Matthews correlation coefficient (ϕ)
For the pairwise χ2 tests, p-values are corrected using

the Benjamini–Hochberg FDR procedure (5%) within each
cohort. Disease pairs are retained only if they satisfy
the statistical significance criterion (FDR < 0.05) and the
following additional conditions:

• Relative Risk (RR) >Q3 of the RR distribution
• ϕ> 0
The robustness of these thresholds was assessed through a

sensitivity analysis reported in the Supplementary Material.
Since RR is an asymmetric measure of association, the
maximum of the two possible RR values is used [29], [30].
The Relative Risk for a disease pair (x, y) is defined as:

RRx→y =
a/(a+ b)
c/(c+ d)

(4)

where a = |{x = 1, y = 1}|, b = |{x = 0, y = 1}|, c =

|{x = 1, y = 0}|, d = |{x = 0, y = 0}|. The 95% confidence
interval is computed on the log scale using the correct SE
formula for RR:

SE(logRR) =

√
b

a(a+ b)
+

d
c(c+ d)

(5)

yielding CI = exp(log RR ± 1.96 · SE). No continuity cor-
rections were applied, given the large cell counts throughout.
Themaximum of RRx→y and RRy→x is retained for each pair.
Two Extended Clinical Diseasomes are then constructed: one
for the Target cohort and one for the Control cohort (top
panels in Figure 4).

TheMatthewsCorrelation Coefficient (ϕ) for a disease pair
(x, y) is defined as:

ϕ =
ad − bc

√
(a+ b)(c+ d)(a+ c)(b+ d)

(6)

where a, b, c, d are the cells of the 2×2 contingency table
as defined in Eq. (4). ϕ ranges from −1 (perfect inverse
association) to +1 (perfect positive association), with ϕ =

0 indicating independence. Unlike RR, ϕ is symmetric and
inversion-invariant, meaning it assigns equal weight to co-
presence and co-absence of two conditions, making it a
natural complement to RR for binary disease data.

The 95% confidence interval for ϕ was estimated using
a bootstrap percentile method (B = 1,000 resamples
with replacement, fixed seed = 42). At each resample,
a bootstrap sample of the same size as the original cohort
was drawn; resamples yielding a degenerate contingency
table (fewer than two distinct values in either column) were
discarded. The 95% CI was then derived from the 2.5th and
97.5th percentiles of the resulting bootstrap distribution. This
approach is assumption-free and valid for any statistic on
binary data.

The absolute χ2 difference |1TC | was chosen as the
test statistic for the Label Permutation Test because it
quantifies the magnitude of the difference in association
strength between cohorts in a scale-free manner, and its null
distribution can be derived empirically without distributional
assumptions. Thresholds (RR > Q3 and ϕ > 0)
are validated by the sensitivity analysis reported in the
Supplementary Material (Figures 1-3), which demonstrates
structural stability across a wide range of threshold values
(Jaccard similarity > 0.8 in the central threshold range for
both networks).

D. STEP 2: NETWORK COMPARISON - LABEL
PERMUTATION TEST
The Label Permutation Test addresses the issue of signifi-
cance, finding and keeping only the associations significantly
different between the two groups. More specifically, this
section of the methodology answers the question of whether
a given variable (in the present case, the Target disease)
affects disease-disease associations. Essentially, for each
comorbidity pair, we question the null hypothesis that their
association is the same in both cohorts, an approach partly
inspired, but accustomed to our case, by the work of Liu et al.
[21] on genome-wide associations, where they employ Label
Permutation testing to find sex differences in disease risk.
Because permutation-based hypothesis testing is performed
across multiple disease pairs, the resulting permutation
p-values are further adjusted for multiple comparisons
using the Benjamini–Hochberg FDR procedure (5%). Only
pairs surviving FDR correction are considered significantly
different between cohorts.

This analysis is performed in parallel with the main one
on the dataset as a whole: the associations that survived both
are then employed to design the Filtered Clinical Diseasomes
(Figure 4c) and Figure 4d) ). It is important to note that
since it deals with absolute values, Label Permutation Test
does not indicate whether two diseases are more associated
in the Target than in the Control, but only if they are
differently associated. The next section better investigates this
topic.

The general algorithm is shown in Figure 2.
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The permutation p-values are standard exact p-values,
defined as:

p =

N∑
i=1

1
(
1perm,i ≥ 1TC

)
N

(7)

where 1(·) is the indicator function and the non-strict
inequality (≥) follows the standard convention for one-
sided exact permutation tests. For each disease pair, the null
distribution of 1perm was characterised by its mean 1̄null and
standard deviation snull across the N = 3,000 iterations, and
a standardised z-score was computed as:

z =
1TC − 1̄null

snull
(8)

A 95% empirical reference interval for the null distribution
was derived from the 2.5th and 97.5th percentiles of the 3,000
permuted values, avoiding theGaussian approximationwhich
would be inappropriate given the non-negative and right-
skewed nature of 1perm. Full null distribution diagnostics for
all 190 disease pairs are reported in Supplementary Table S1.
Among the 32 pairs surviving FDR correction, z-scores
range from 1.68 to 2.71, and in all cases 1TC exceeds the
upper bound of the empirical 95% null reference interval,
confirming that the observed differences fall consistently in
the extreme tail of the null distribution.

E. STEP 3: NETWORK COMPARISON - RANK AND
Z-SCORE DISTRIBUTIONS
Once the Filtered Target Clinical Diseasome and the Filtered
Control Clinical Diseasome are designed, we aim to find
which associations are stronger in the Target dataset. The
main analysis avails of co-occurrence metrics such as RR and
ϕ. These metrics, although very useful and widely employed
in literature, have major limitations since they cannot be
compared directly when calculated from distinct populations.
The idea was to assign to each RR a normalized value,
independent of the size of the sample, to compare two RR
of the same disease pair. Two metrics were chosen for this
purpose: robust z-score and rank, which were calculated for
each RR of each association in both datasets. Firstly, the
Mann-Whitney test is executed between the RR distribution
of Target and the RR distribution of Control. If the null
hypothesis is rejected, indicating that they belong to different
populations, the following conditions are imposed:

• rank Target > rank Control
• robust z-score Target > 0
• robust z-score Target > robust z-score Control
The robust z-score for a given RR value x within a

distribution is defined as:

zrobust =
x − x̃

1.4826 · MAD
(9)

where x̃ is the median of the RR distribution and MAD =

median(|xi − x̃|) is the median absolute deviation. The
constant 1.4826 is a consistency factor that makes the

FIGURE 2. Label Permutation hypothesis test between target and control
groups. The observed χ2 difference 1TC is compared against a null
distribution of N = 3,000 symmetric label swaps of size ki , drawn
uniformly at each iteration. Group sizes are preserved by design. p-values
are FDR-corrected using the Benjamini–Hochberg procedure.

MAD a consistent estimator of the standard deviation under
normality. The rank of an RR value is a nonparametric,
monotone transformation mapping each observation to its
empirical quantile position within its distribution.

The pairs satisfying all three conditions are the disease-
disease associations considered stronger in Target than in
Control and employed to design the Restricted Clinical
Diseasome.

F. BIOLOGICAL HYPOTHESIS GENERATION - DISGENET
ANALYSIS
In order to generate hypotheses about the molecular mech-
anisms underlying the epidemiological findings, these final
associations were explored on a comprehensive biomedical
repository containing information about the genetic determi-
nants of human diseases.

We employed DISGENET, a world-renowned platform
based on data mining, integrating gene and genomic variant-
disease information into a single resource. To this aim, the
ICD-9-CM disease codes were converted to Concept Unique
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Identifiers (CUIs), the coding system used in DISGENET
(https://disgenet.com/)

1) ICD-9-CM TO UMLS CUI MAPPING
The mapping from ICD-9-CM disease cluster labels to
UMLS CUIs was performed using the UMLS Metathesaurus
(version 2025AB). For each of the 8 disease clusters in
the Restricted HTN Diseasome, the most specific CUI
representing the clinical concept encoded by the correspond-
ing ICD-9-CM cluster definition of Batten et al. [31] was
identified. When a cluster mapped to multiple CUIs (one-to-
many), the union of gene and variant sets across all CUIs was
used; when multiple ICD-9-CM codes mapped to a broader
UMLS concept, only the most specific CUI was retained. All
8 clusters were successfully mapped (mapping success rate:
100%). In the Supplementary Materials can be found a more
extensive description of the procedure, including full ICD-9-
CM–to–CUI mapping table (Supplementary Table ST6 and
ST7, available as a CSV files).

2) USE OF CURATED AND ALL DISGENET DATA
Gene- and variant-level analyses were performed using both
the curated and the full DISGENET datasets. The curated
dataset provides manually reviewed, high-confidence asso-
ciations, whereas the full dataset extends coverage by incor-
porating text-mined, inferred, and large-scale dataset–derived
information. The information loss associated with this
decision — i.e., the number of additional gene and variant
associations available in the all-evidence database but
excluded — is quantified in the Supplementary Material
(CSV file, Table ST9). Using the curated section reduces
recall but eliminates text-mined and computationally pre-
dicted associations with lower confidence scores. Conversely,
the analyses performed on the all data increase the coverage,
providing a broader, hypothesis-generating context. (see
Supplementary Materials for a quantitative comparison of
curated vs. all dataset coverage).

FIGURE 3. Distribution of the number of comorbidities in hypertensive
subjects versus non-hypertensive subjects. In red is represented the HTN
group, and in blue the control.

3) STATISTICAL ENRICHMENT TESTING
For each of the 8 disease pairs, the significance of shared
genes and shared variants was assessed using one-sided
Fisher’s exact tests (alternative: greater), with the background
universe defined as the set of all human genes (or variants)
with at least one disease association in the corresponding
DISGENET dataset (curated or full, depending on the
analysis). P-values from all 8 Fisher’s exact tests (genes,
curated and all) and all 8 (variants, curated and all) were
corrected simultaneously using the Benjamini–Hochberg
FDR procedure (α = 0.05). Enrichment effect sizes are
reported as odds ratios (ORs) with 95%CIs in Supplementary
Table ST9 (CSV file).

The final result is the construction of the Restricted Clini-
cal and Molecular Target Diseasome, intersecting molecular
associations with epidemiological ones.

IV. RESULTS
In this section are reported and described: i) the database
source, ii) the extended clinical diseasomes resulting from the
first step of the analysis, iii) the filtered clinical Diseasomes
resulting from the second, iv) the final clinical and molecular
HTNDiseasome resulting from the third and fourth steps, and
lastly v) amore in-depht exploration of the underlying genetic
pathways done through the DISGENET platform.

A. DATASOURCE
1) ETHICS AND DATA USE STATEMENT
This study is based exclusively on a de-identified, publicly
available dataset [32] released by the U.S. Department of
Veterans Affairs and freely accessible through the open-
access repository associated with Batten et al. [31], more
specifically on a cohort of n = 937, 407 subjects (year 2014),
where twenty-one comorbid conditions were identified using
International Classification of Diseases Version 9 (ICD-9)
codes. The dataset contains no individually identifiable
information. Secondary analysis of de-identified publicly
available data does not constitute human subjects research
under the U.S. Federal Policy for the Protection of Human
Subjects (45 CFR 46.104(d)(4)(i)) and therefore does not
require IRB review or approval. No informed consent
was required. The twenty-one chronic conditions and their
corresponding ICD-9 codes were predefined in the original
dataset curation by Batten et al. [31], and the complete
list of ICD-9 codes, condition definitions, and metadata are
publicly available in the associated GitHub repository [33].
We used the already constructed condition flags provided
in the public dataset without applying independent case-
ascertainment rules or implementing additional lookback
windows. The dataset represents a cross-sectional cohort
from calendar year 2014 and does not include longitudinal
follow-up or time-to-event information.
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TABLE 1. Demographic table: disease clusters are reported as percentages, with absolute counts shown in parentheses as n. Percentages in the ‘‘Overall’’
column are calculated over the full cohort, whereas percentages in the ‘‘HTN’’ and ‘‘Control’’ columns are calculated within each subgroup. The SMD
(Standardized Mean Difference) column quantifies baseline imbalance between HTN and Control groups for each disease cluster, computed as
SMD = (pHTN − pControl)/

√
(pHTN(1 − pHTN) + pControl(1 − pControl))/2. Positive values indicate higher prevalence in the HTN group; negative values

indicate higher prevalence in the Control group. Values in bold indicate |SMD| > 0.1, conventionally considered a non-negligible imbalance; among these,
values with |SMD| > 0.2 reflect substantial group differences that motivate the control-integrated pipeline design. Grey shading highlights clusters more
prevalent in HTN than in Control. The last column reports p-values from χ2 tests performed on absolute counts comparing HTN and Control subsets.
Abbreviations: CAD = Coronary Artery Disease; CHF = Chronic Heart Failure; CPD = Chronic Pulmonary Disease; PTSD = Post-Traumatic Stress Disorder;
PVD = Peripheral Vascular Disease.

2) DATA PREPROCESSING AND COHORT SELECTION
For the purposes of this study, the analytical cohort was
restricted to individuals with at least one recorded chronic
comorbid condition in 2014. A total of n = 11, 768 subjects
(1.26%) had all 21 comorbidity indicators coded as 0 or
0/blank and were therefore excluded, as they did not
contribute information to analyses focused on patterns of
disease co-occurrence. The final analytical cohort consisted
of n = 925, 639 subjects.

From the resulting cohort (n = 925, 639), hyperten-
sion (HTN) status was defined based on the presence of
corresponding ICD-9 diagnostic codes recorded during the
2014 calendar year. Two subsets were created: a HTN group
(n = 595, 782) including individuals with recorded HTN
codes in 2014, and a Control group (n = 329, 857) including
individuals without recorded HTN codes during the same
year.

Because exposure classification was determined within a
single calendar year and no temporal follow-upwas available,
immortal time bias is not applicable to this study design. All
diagnoses were derived from standardized encounter-based
ICD-9 coding within the same Veterans Affairs healthcare

system, reducing the probability of differential ascertainment
between groups.

All analyses were performed in Python, primarily using
NumPy and Pandas for data handling, SciPy for hypothesis
testing (e.g., Fisher’s exact test, chi-squared test, relative
risk), and scikit-learn for metrics such as the Matthews
correlation coefficient.

B. MAIN ANALYSIS: EXTENDED CLINICAL DISEASOMES
The prevalence of the 20 available disease clusters in the
overall population and stratified by groups is reported in
Table 1. As compared with Controls, individuals with HTN
had more likely Diabetes, CAD, Cerebrovascular Disease,
PVD and CPD; while in the Control group, individuals
had more likely a personal history of Alcohol, Nicotine
and Drug Abuses, as well as of neuropsychiatric conditions
(Depression, Anxiety, Bipolar Disorder and Post-Traumatic
Stress Disorder, PTSD) than those with HTN.

In both the HTN and Control groups, the majority of
individuals exhibited two or more diseases (Figure 3).
However, the HTN group exhibited a higher percentage of
individuals with two or more comorbidities (89.9 vs 84.1 %),
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FIGURE 4. (a) Extended HTN clinical Diseasome; (b) Extended control clinical Diseasome; (c) Filtered HTN clinical Diseasome; (d) Filtered control clinical
Diseasome. In all four networks, node diameters are proportional to disease prevalence within the respective group (HTN or Control), and edge widths
are proportional to RR. Edge retention rule: edges satisfy FDR-corrected χ2 p < 0.05, RR > Q3, and ϕ > 0 (panels a, b); additionally surviving the Label
Permutation Test at FDR-corrected p < 0.05 (panels c, d).

while a lower percentage of those with only one condition
(8.6 vs 15.9%).

This study initially considers 20 disease clusters, resulting
in a total of 190 pairs. Out of twenty, nineteen clusters
passed the > 1% check in the HTN group. The only disease
with a lower percentage was Chronic Heart Failure (CHF),
as shown in Table 1. The low prevalence of CHF in both
groups (0.82% in HTN, 0.44% in Control) is consistent

with well-documented underrepresentation of this condition
in cross-sectional administrative ICD-9 data, where codes
primarily capture severe or acutely decompensated cases
while outpatient-managed prevalent cases are frequently
missed [34], [35]. As mentioned in the Methods, the 1%
prevalence threshold is treated as a flexible parameter, and
researchers may choose to retain or exclude flagged diseases
based on domain knowledge, data quality, or analytical
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objectives. In the present analysis, the decision was made
to retain all diseases regardless of prevalence, allowing the
subsequent filtering stages (Steps 1–3) to determine which
associations are statistically significant and biologically
meaningful.

All the twenty clusters then passed the individual disease
χ2 test. After the application of the disease-disease filters,
we built two distinct Extended Diseasomes for HTN and
Control cohorts (see Figure 4a) and Figure 4b)). In the
two weighted graphs, the nodes represent the diseases with
diameters proportional to the cluster prevalence, while the
edges represent the association between them, whose widths
are proportional to the RR. The most evident differences are
the presence of Pain Arthritis in the HTN group, absent in the
general population, and vice versa, the presence of Diabetes
in the Control group and not in the HTN one. However,
evaluations of disease pairs present in both Diseasomes are
difficult to make solely using co-occurrence metrics because
they are not standardized measures, but are always related to
their respective populations.

C. LABEL PERMUTATION TEST: FILTERED CLINICAL
DISEASOMES
Since some of these associations overlap between the two
groups, we compared each association using the technique
previously described: firstly, a Label Permutation Test and
then an RR distribution-based approach.

Through label-permutation hypothesis testing, we discov-
ered 10 disease-disease associations higher than expected by
chance in the HTN dataset and 6 in the Control dataset. These
pairs constitute the Filtered HTN Clinical Diseasome and
the Filtered Control Clinical Diseasome, respectively (see
Figure 4c) and Figure 4d)). The representation of disease
clusters and the associations between them is the same as
the one described for Figure 4a) and Figure 4b). Notably,
the Filtered HTN Clinical Diseasome appears denser than the
Filtered Control Clinical Diseasome.

D. DISTRIBUTION-BASED AND DISGENET ANALYSIS:
RESTRICTED CLINICAL AND MOLECULAR TARGET
DISEASOME
Afterwards, we performed theMann-Whitney Test on the two
RR distributions: the null hypothesis was rejected, indicating
that they are two distinct populations, meaning that each
value could not be directly compared and a normalization
was necessary (Figure 5). We can see how the Relative Risk
populations are distributed in the HTN and Control subsets,
respectively, in Figure 3. Using rank and robust z-score as
normalized values, we found that 8 of the 10 associations
in the Filtered HTN Clinical Diseasome are stronger than
in Control (see Table 2). The eight associations retained
are: Drug Abuse – Chronic Liver Disease (RR = 3.81,
95% CI: 3.75–3.88), Bipolar Disorder – Psychosis (RR =

3.69, 95% CI: 3.59–3.80), Chronic Liver Disease – Alcohol
Abuse (RR = 3.32, 95% CI: 3.27–3.38), Bipolar Disorder –
Depression (RR = 1.85, 95% CI: 1.80–1.89), Nicotine

Abuse – CPD (RR = 1.80, 95% CI: 1.79–1.82), PVD –
Nicotine Abuse (RR = 1.69, 95% CI: 1.66–1.72), Psychosis
– Chronic Liver Disease (RR = 1.62, 95% CI: 1.58–1.67),
and PVD – Anemia (RR = 1.63, 95% CI: 1.60–1.66).
To provide an additional quantitative comparison between

HTN and Control for the 8 retained associations, we also
computed the log-RR difference 1 log RR = log RRHTN −

log RRControl with its 95% CI, derived by propagating the
standard errors from Eq. (5):

SE(1 log RR) =

√
SE(logRRHTN)2 + SE(logRRControl)2

(10)

Results are reported in Table 5. For 7 of the 8 pairs, the 95%
CI of 1 log RR lies entirely above zero, confirming that the
RR is significantly higher in HTN than in Control on the log
scale. The exception is PVD – Anemia (1 log RR = −0.052,
95% CI: −0.103 to −0.001), whose CI marginally crosses
zero, indicating that the absolute RR is essentially equivalent
or slightly lower in HTN (RRHTN = 1.63) than in Control
(RRControl = 1.72). This pair was nonetheless retained by
the rank and robust z-score criteria because the HTN RR
distribution has lower variance than Control’s (HTN mean
= 1.29 ± 0.92 vs. Control mean = 1.25 ± 1.07), so a
value of 1.63 occupies a higher quantile position within
the HTN distribution than 1.72 does within the Control
distribution. This is a legitimate and expected feature of
the rank-based and robust z-score normalization, which we
argue in this work is more suited for statistically different
population comparison; still, we acknowledge that PVD –
Anemia should be interpreted with additional caution, as its
absolute RR excess in HTN is not confirmed by the log-scale
comparison.

We used DISGENET to search for the genes and genomic
variants associated with diseases belonging to the 8 asso-
ciations found for the HTN group. The investigation was
directed towards genes associated with the pairs and HTN
at once, resulting in cluster triads (see subsection IV-E).
All pairs shared statistically significant genes and variants
(p-value < 0.05, Fisher test).

Once we extracted this information, we built the Final
Molecular and Clinical Diseasome of HTN (see Figure 6).
This network presents additional information with respect to
the previous ones. Here, three types of edges are indicated:
the dashed blue lines are proportional to the number of shared
genes, the dotted red lines to the number of shared variants,
and the grey lines to RR.

Table 3 reports quantitative summary metrics for all
networks produced by the pipeline. The HTN Main Disea-
some contains 19 nodes and 48 edges (density = 0.28),
reduced to 12 nodes and 10 edges (density = 0.15) after
Label Permutation filtering. The zero transitivity observed in
the filtered networks reflects the structural outcome of the
filtering process: surviving associations form chain-like or
star-shaped subgraphs without closed triangles, consistently
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FIGURE 5. Left: RR distribution of the HTN cohort (mean = 1.29 ± 0.92); Right: RR distribution of the control cohort (mean = 1.25 ± 1.07). The dashed
vertical lines indicate the Q3 threshold for each cohort (HTN: Q3 = 1.58; Control: Q3 = 1.72). The shaded area to the right of Q3 marks the top-quartile
associations selected in Step 1. The significant difference between the two distributions was assessed through the Mann-Whitney test (U = 20,577.0;
p < 0.05; Cliff’s delta = 0.042, negligible effect size), confirming that the two RR distributions are statistically distinct.

TABLE 2. The 8 disease-disease associations identified as statistically specific to and stronger in the HTN cohort. Associations were retained by a
three-stage filter: (i) FDR-corrected disease-disease χ2 (p < 0.05, Benjamini–Hochberg) with RR > Q3 and ϕ > 0; (ii) survival of the Label Permutation
Test (FDR-corrected pFDR < 0.05); and (iii) rank and robust z-score both higher in HTN than in Control. RR 95% CIs were computed on the log scale:
SE(log RR) =

√
b/(a(a + b)) + d/(c(c + d )), where a, b, c, d are cells of the 2×2 contingency table. Robust z-score and rank are computed within each

cohort’s full RR distribution (190 pairs). pFDR: Benjamini–Hochberg corrected permutation p-value for the Label Permutation (LP) Test, which is performed
on the full dataset by permuting HTN/Control labels; it tests whether the association strength differs significantly between the two groups (in absolute
terms), and is therefore reported as a single shared value rather than under either cohort separately. The complete table of all 190 pairs is in
Supplementary Table 1 (also available as a CSV).

with the pipeline objective of retaining only non-redundant
and statistically distinct edges.

TABLE 3. Quantitative summary metrics for all networks produced by the
pipeline. Main and filtered refer to the networks before and after Label
Permutation filtering; Restricted HTN refers to the final clinical and
molecular HTN Diseasome.

E. BIOLOGICAL INTERPRETATION AND HYPOTHESIS
GENERATION - DISGENET ANALYSIS
This subsection provides additional insights into the molecu-
lar analysis done with the DISGENET platform.

Table 4 reports the 8 disease pairs of the Restricted Clinical
HTN Diseasome identified at the end of the analysis, which
were mapped to DisGeNET to provide molecular context.
For each disease cluster, the number of associated genes is
reported, taken from DISGENET curated. The intersection
of these two groups is shown in the fifth column, which
reports the number of shared genes between the two clusters.
We can see that all these genetic associations are significant,
as evidenced by the adjusted Fisher’s exact test (p-value <

0.05). Finally, the last column refers to the relative risk of the
dyads.
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FIGURE 6. Restricted clinical and molecular HTN Diseasome obtained
after main analysis + Label Permutation Test + RR distribution analysis +

DISGENET analysis. The nodes are proportional to the disease prevalence
in hypertensive subjects. The widths of the grey edges are proportional to
RR, the blue ones to the number of shared genes, and the red ones to the
number of shared variants. All the genes and variants used for this
Figure belong to the curated section of DISGENET and are in common
between HTN and each association pair.

The Venn diagram in Figure 7 visually displays the
number of shared genes between each of these 8 pairs (with
significant genetic associations) and HTN. The numbers
of shared genes for each triad were employed to design
the Restricted Clinical and Molecular HTN Diseasome
(see Figure 6), more specifically, to design the blue edges
representing the genes.

The same analysis was done for the variants (see Figure 8
and Table 5). However, for the variant-level analysis,
we chose to use all DISGENET data (integrating curated,
text-mined, and biobank associations), because the curated
variant data alone were insufficient for several disease
clusters in this set: specifically, Drug Abuse, Peripheral
Vascular Disease, and Psychosis–Chronic Liver Disease pairs
share zero curated variants, reflecting the sparse coverage
of the curated variant database for these conditions rather
than the absence of a biological link. Using the all-evidence
section increases recall at the cost of precision; results
should therefore be interpreted as hypothesis-generating.
Table 5 reports the 8 dyads from the Restricted Clinical
HTN Diseasome, with the same columns as Table 4, but
for the variants, which are generally greater in number. All
8 dyads, only showed statistically significant shared variants
after FDR correction, according to the adjusted Fisher’s exact
test (p < 0.05, Benjamini–Hochberg).
Finally, Figure 9 exemplifies the genes and diseases

associations of a specific triad: CPD, PVD, and HTN. Similar
exploration can be done for all the clusters in DISGENET.

The heatmap in Figure 10 is a summary of the most
frequent genes associated with the significant disease pairs
from Table 4. On the x-axis are plotted the genes, and
on the y-axis are plotted the cluster pairs. We can notice
that Psychosis-Bipolar Disorder is the dyad with the highest
number of shared diseases, whilst IL-6 is linked to all

FIGURE 7. Venn diagrams of the shared genes between the 8 disease
triads in the restricted clinical and molecular HTN Diseasome. In each
diagram, HTN is represented by the blue circle (left), the second disease
of the pair by the orange circle (upper right), and the third disease by the
blue-green circle (bottom). Numbers indicate the count of genes unique
to or shared among the corresponding disease sets; the central region
reports genes common to all three diseases simultaneously. Gene counts
are drawn from the curated section of DISGENET. All 8 pairs reach
statistical significance (FDR-adjusted one-sided Fisher’s exact test,
p < 0.05, Benjamini–Hochberg; see Table Table 5). Gene and variant sets
were defined by the CUI mappings reported in the Supplementary
Materials.

5 pairs, as expected by its regulatory function in the immune
response. Interestingly, Chronic Liver Disease seems to have
a central role, not simply from an epidemiological perspective
but also from a molecular one.

V. DISCUSSION
This work employs network analysis to discover the molecu-
lar pathways of comorbidities in subjects with HTN, going
beyond a simple illustration of disease connections and
extrapolating only the most significant ones by imposing
a more restrictive correlation threshold not just among the
clusters but with HTN itself. Through the intersection of
epidemiological data with molecular data and the integration
of multiple statistical approaches we reached the following
major findings: (1) the development of a general pipeline
for Diseasome design using control group comparison,
applicable to any multimorbidity database, (2) the discovery
of a clinical Diseasome strictly linked to HTN, (3) the
overlaps between the clinical associations and the molecular
associations, suggesting underlying shared molecular mech-
anisms for those pairs.

The principal strength of our work is the multifaceted
approach to examining data, facing the absence of a reference
cohort in Diseasome studies, due either to the lack of data
or to the inherent difficulty of employing rigorous statistical
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FIGURE 8. Venn diagrams of the shared variants between the 8 disease
triads in the restricted clinical and molecular HTN Diseasome. Colour
coding follows the same convention as Figure 7: blue for HTN, orange for
the second disease, and blue-green for the third. Variant counts are
drawn from the all-data section of DISGENET. All 8 pairs reach statistical
significance under the all-evidence background universe (FDR-adjusted
one-sided Fisher’s exact test, p < 0.05, Benjamini–Hochberg). Gene and
variant sets were defined by the CUI mappings reported in the
Supplementary Materials.

FIGURE 9. This figure explores the gene-disease associations of CPD,
PVD, and HTN, as an example of DISGENET in depth analysis.

methods to compare associations extrapolated from different
populations.

What we usually see in current literature is the exploration
of the Diseasome in a condition of interest, without any
investigation of the Diseasome in a control group (namely,
a group with no condition of interest but similar in any other
aspect and feature to the primary group). Although some
sub-population comparisons have been attempted in the past,
typically taking into account different factors such as sex

or income as a discriminatory variable [36], no standard
methodology has been developed. This article poses the
following questions: can we find which comorbidities are
affected by the presence of a given disorder, and can we
produce useful instruments to achieve such a purpose? The
answer we provide to these issues is the implementation of
control groups in network analysis with a multiple approach,
as better expanded in the next paragraphs. The preliminary
data processing interestingly seemed to signal poorer physio-
logical conditions in HTN subjects versus Control subjects
(see histogram in Figure 3). After that, we examined the
outcomes of each step, starting from the main analysis which
avails of two co-occurrence measurements [37], [38], [39]
chosen in conjunction for their complementary statistical
behaviors: RR-derived networks are known for a higher
number of low prevalence conditions, vice versa ϕ-based
network are known to contain more prevalent conditions [40],
[41]. Additionally, ϕ is an inversion invariant, meaning it
estimates equally co-presence and co-absence, whilst RR is
not, and it is better suited for asymmetric binary data such
as disease dyads. Applying a threshold on both of these
metrics has allowed for the construction of a less biased
and more balanced Diseasome. Relative Risk was preferred
over the Odds Ratio (OR) because OR overestimates relative
risk when the outcome is common — which applies to
most disease clusters in this cohort (prevalence > 10%)
— and because RR has a more intuitive epidemiological
interpretation in prevalence-based co-occurrence analyses.
While an RR greater than 1 indicates a positive association,
we adopted a stricter threshold, selecting values above the
third quartile to emphasize stronger associations. Conversely,
the threshold for ϕ was maintained at 0, the conventional
cutoff for identifying positive associations. To address the
heuristic nature of the adopted thresholds, a sensitivity
analysis was performed varying the RR threshold from 1.0 to
2.0 and the MCC threshold from 0 to 0.20. The Jaccard
similarity between edge sets at adjacent RR thresholds
remains above 0.8 in the central range for both HTN and
Control networks, confirming structural stability around the
chosen cut-offs (see Supplementary Material). As already
mentioned, however, the real innovation was the combined
employment of two statistical strategies relying on the
use of ‘‘ground-truth’’ in network analysis, to eliminate
redundant correlations. A case-control study incorporating
different tools was developed as an effective method for
edge ‘‘pruning’’. When designing the pipeline, we opted for
tools that would simultaneously guarantee robustness and
minimize analysis convolution.

Firstly, this was achieved through Label Permutation,
testing the null hypothesis that there was no difference
between disease-disease associations in the two groups and
selecting only the ones where it was proven false [21], [42].
Afterwards, the surviving pairs for both HTN and Control

were compared through robust z-score and rank in their
respective RR distribution, represented in Figure 5. Robust
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FIGURE 10. Heatmap of the genes associated with the disease dyads on the Clinical and Molecular HTN Diseasome and with significant
p-value according to the adjusted Fisher’s exact test (p-value < 0.05) on gene-disease association.

TABLE 4. Shared genes between disease pairs. The 8 dyads from the restricted clinical and molecular HTN Diseasome, with the number of genes found
for each cluster in the DISGENET curated section (#genes in x and #genes in y) and the number of shared genes between pairs. Significance assessed by
FDR-adjusted one-sided Fisher’s exact test (p∗ < 0.05, Benjamini–Hochberg); background universe: 14,104 curated genes with at least one disease
association in the DISGENET curated database (UMLS 2024AB). All 8 pairs reach statistical significance.

TABLE 5. Shared variants between disease pairs (all-evidence DISGENET sources). The 8 dyads from the restricted clinical and molecular HTN Diseasome,
with the number of variants found for each cluster (#variants in x and #variants in y) and the number of shared variants between pairs. For the
variant-level analysis, the all-data section of DISGENET was used. Significance assessed by FDR-adjusted Fisher’s exact test (p∗ < 0.05,
Benjamini–Hochberg). All 8 pairs reach statistical significance. Background universe: 1,664,036 variants with at least one disease association in the
DISGENET all-evidence database.

z-score and rank were selected as complementary tools for
comparing RR values across the HTN and Control cohorts.
The robust z-score is preferred over the classical z-score
because RR distributions are right-skewed and non-negative,
making mean and standard deviation sensitive to outliers; the

MAD-based formulation is resistant to this effect while pre-
serving the scale of the association. The rank transformation
is invariant to differences in population size and base rates
between cohorts, enabling a meaningful positional compari-
son despite the two distributions arising from populations of
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different sizes. Their agreement in identifying the same set of
associations provides internal consistency for the conclusions
drawn.

TABLE 6. Log-RR difference (1 log RR = log RRHTN − log RRControl) with
95% CI for the 8 HTN-specific associations. A positive value indicates
stronger association in HTN. CI computed via SE propagation (Eq. 10). †:
CI marginally crosses zero; see text.

We can observe that, despite being two distinct populations
according to the Mann-Whitney Test, the two histograms in
Figure 5 do not present dramatic differences in our case.
This is due mostly to the fact that the original cohorts of
subjects do not have dramatically different sample sizes.
However, the majority of real-case scenarios are not like
that: in many epidemiological studies, the number of control
subjects can largely exceed the number of target disease
subjects. It is actually in those instances that distribution-
based analysis becomes crucial, offering a way to compare
Relative Risk (or other co-occurrence metrics) coming from
different distributions with very different means and standard
deviations. Eight of the ten pairs in the Filtered Target
Diseasome were found to be significantly positively affected
by the presence of HTN, as they both passed the permutation
threshold and presented a higher robust z-score and rank
in the HTN subset (see Table 2). Due to RR asymmetric
properties, the right or left position of the clusters displayed in
this Table is not random, but corresponds to the RR calculated
from the contingency table where Disease cluster x is on the
x axis and Disease cluster y is on the y axis. This means,
for example, that 3.81 is the RR of contracting Chronic
Liver Disease as a Drug Abuser, in the HTN group (and
not vice-versa). Since one of the issues of relative metrics
interpretation is actually the dependence on the population
of origin (especially its size), it is worth noting how this
technique might be useful in many other biomedical fields
where such metrics are involved [43], [44], [45], [46]. All
of the eight pairs in the Clinical HTN Diseasome share
significant genes in the DISGENET curated database (FDR-
adjusted Fisher p < 0.05), and significant variants in the
all-evidence database.

A. CLINICAL CONTEXT OF THE IDENTIFIED ASSOCIATIONS
The eight HTN-specific disease associations identified by the
pipeline are consistent with known biological and clinical
mechanisms, lending plausibility to the statistical findings.

Drug Abuse – Chronic Liver Disease (RR = 3.81, the
strongest association): this link is primarily driven by alcohol-
related hepatotoxicity and hepatitis C virus (HCV) co-
infection, both of which are overrepresented in substance-use
populations [47], [48]. Hepatic dysfunction also contributes
to dysregulation of the renin-angiotensin-aldosterone system,
thereby reinforcing HTN risk [49].
Bipolar Disorder – Psychosis (RR = 3.69, highest

genetic overlap): the co-occurrence of psychotic and bipolar
symptomatology is well established. At the genetic level,
overlapping polygenic risk loci involve dopaminergic and
serotonergic signalling pathways, consistent with the shared
variants identified in DISGENET [50], [51], [52], [53].
Antipsychotic medications commonly prescribed in both
conditions also exert direct pro-hypertensive effects through
weight gain, metabolic syndrome induction, and sympathetic
nervous system activation [54], [55], [56].
Chronic Liver Disease – Alcohol Abuse (RR = 3.32): the

causal role of chronic alcohol consumption in liver disease
is well documented. From an HTN perspective, alcoholic
liver disease promotes portal hypertension and systemic
vasodilation, with compensatory neurohormonal activation
elevating systemic blood pressure [57].
Bipolar Disorder –Depression (RR= 1.85): within theVA

population, where PTSD prevalence is high, mood disorder
co-occurrence is particularly frequent and comorbidity
between Bipolar Disorder and Depression is one of the
most studied in psychiatry literature. [58], [59], [60].
Both conditions are associated with hypothalamic-pituitary-
adrenal (HPA) axis dysregulation, chronic inflammation,
and elevated cortisol, all of which promote HTN [61],
[62], [63], [64], [65]. The identification of shared
genetic variants provides molecular support for a common
diathesis.
Nicotine Abuse – CPD (RR = 1.80): smoking is the

primary modifiable risk factor for both CPD and HTN, acting
through oxidative stress, endothelial dysfunction, and chronic
low-grade inflammation [66]. The co-occurrence of these
conditions in HTN patients could be consistent with shared
inflammatory and vascular pathways.
PVD – Nicotine Abuse (RR = 1.69): nicotine pro-

motes peripheral vascular disease through endothelial injury,
increased platelet aggregation, and accelerated atherosclero-
sis [67], [68], [69], [70], [71]. In the context of HTN, this
synergy is expected and well described [72].
Psychosis – Chronic Liver Disease (RR = 1.62): this

less intuitive association may reflect shared risk factors
(substance use, antipsychotic-related hepatotoxicity, HCV
exposure in institutionalized populations) rather than a direct
biological pathway [73], [74], [75], [76], [77], [78], [79].
PVD – Anemia (RR = 1.63): anemia is a known

comorbidity in PVD and it is associated to the worst
outcomes [80], [81], [82], [83] and HTN is one of the main
risk factor shared by both conditions. Interestingly, previous
studies have identified HTN as one of the risk factors most
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frequently associated to the necessity of transfusion in anemic
patients with PVD [84].

These clinical interpretations are offered as hypothesis-
generating observations consistent with known biology.
They do not imply causality, and residual confounding —
particularly from age, smoking history, and medication use
— cannot be excluded in the cross-sectional EHR setting.

1) POTENTIAL APPLICATIONS FOR CLINICAL PRACTICE AND
RISK STRATIFICATION
Beyond its methodological contribution, the proposed
pipeline can support translational applications in clinical
practice and population health. The Restricted Clinical
and Molecular HTN Diseasome identifies a small set of
statistically specific and biologically supported comorbidity
pairs that can serve as candidate targets for structured
comorbidity screening. For example, systematic screening for
Chronic Liver Disease in patients with co-occurring Drug
Abuse and HTN, or for mood spectrum disorders (Bipolar
Disorder, Depression, Psychosis) in HTN patients, could
inform care pathway design and multidisciplinary referral
protocols.

The centrality role of Chronic Liver Disease in the
network — connected to three of the eight retained
associations (Drug Abuse, Alcohol Abuse, Psychosis) with
degree = 3 — suggests it may function as a network
hub in the HTN multimorbidity landscape, warranting
prioritized clinical attention and targeted screening protocols
in HTN management. Similarly, the cluster of substance-
use conditions (Drug Abuse, Alcohol Abuse, Nicotine
Abuse) forming an interconnected subgraph points to shared
risk factors and potential leverage points for integrated
interventions: smoking cessation programmes, for instance,
would simultaneously reduce risk for Nicotine Abuse – CPD
and PVD – Nicotine Abuse associations, both of which
are statistically specific to the HTN group. The mood-
disorder cluster (Bipolar Disorder – Psychosis – Depression),
supported by shared genetic variants, identifies a subgroup of
HTN patients with high psychiatric comorbidity burden for
whom integrated cardiometabolic-psychiatric care pathways
may be warranted. These observations represent hypothesis-
generating findings that should be tested prospectively before
informing clinical guidelines.

2) NOTE ON THE COUNFOUNDER ADJUSTMENT
IMPLEMENTATION
The released code includes an implementation of Overlap
Weighting (OW) for confounder adjustment not applied to the
present dataset, but available for use when individual-level
covariate data are provided. This component was included for
generalisability and methodological completeness purposes.
OW was selected over propensity score matching and
inverse probability weighting (IPW) for several reasons.
First, it achieves superior covariate balance by focusing
estimation on the region of maximum covariate overlap

between cohorts, where comparisons are most credible [85].
Second, unlike IPW, it does not require a strict positivity
assumption: subjects with extreme propensity scores are
automatically down-weighted rather than excluded, avoiding
the sample loss and numerical instability associated with
weights approaching zero or infinity. Third, OW weights
are bounded in [0, 1], ensuring numerical stability and
lower sampling variability. Finally, all subjects are retained,
preserving statistical power. These properties make OW
particularly well suited to settings where the target and
control cohorts differ substantially in size or covariate
composition, as is common in large-scale EHR analyses.

3) STUDY LIMITATIONS
These discoveries are a step forward in the direction of
understanding HTN causes and complications. Moreover,
by incorporating Control groups, the developed pipeline
opens up the network biology field to new horizons and
possibilities.

section V provides a compact summary of all 8 HTN-
specific associations, reporting the number of co-occurring
subjects, RR with 95% CI, FDR-corrected permutation
p-value, and molecular support from DISGENET.

Yet, this study has intrinsic limitations that are worth
mentioning. One is the public dataset employed: although
quite large, it was not built through a statistical population
sampling, but through simple recording of US Veterans’
comorbidities in the span of a year. Such databases can
be subject to selection biases and prevalent-case biases
(due to demographic factors), which may alter the final
results. Additionally, the disease clusters observed here are
not exhaustive of all the disease clusters linked to HTN.
Another point to this issue is the absence in the database
and subsequently in the methodology of confounding factors
(e.g., age, ethnicity. . . ), which otherwise could have been
accounted for. Interpretation of the results should take
into account the limited availability of individual-level
confounder information in the public EHR dataset used
in this study. According to previously published cohort
descriptions [31], the overall population is characterized
by a marked sex imbalance, with approximately 91.9%
male and 7.1% female individuals. Given this extreme
male predominance, sex-related differences are unlikely to
be a primary driver of the observed Target vs Control
discrepancies at the population level, although residual
confounding cannot be formally excluded in the absence
of stratified information. While the male predominance of
the overall VA population reduces the likelihood of sex-
driven confounding between the HTN and Control groups,
it simultaneously limits the external validity of the specific
clinical findings to female and mixed-sex populations, for
whom a dedicated application of the pipeline on more
balanced cohorts is warranted. Regarding age, the same
source reports a mean age of 64.34 years with a standard
deviation of 13.18 years, indicating a wide age distribution.
Since age is strongly associated with both hypertension
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TABLE 7. Compact summary of the 8 HTN-specific disease-disease associations. Nco: number of subjects with both conditions in the HTN cohort. RR:
Relative Risk (max-direction), 95% CI on log scale. pperm: raw permutation p-value. pFDR: Benjamini–Hochberg adjusted p-value. Gene support:
significant shared genes in DISGENET curated (FDR-adjusted Fisher p < 0.05). Variant support: significant shared variants (FDR-adjusted Fisher p < 0.05).

prevalence and multimorbidity burden, differences in age
composition between the Target (n = 595,782) and Control
(n = 329,857) cohorts may partially contribute to the
observed disease co-occurrence patterns. However, age-
specific analyses or adjustment were not feasible due to data
access constraints. Therefore, it is worth remembering that
all statistical correlations must be interpreted and not taken at
face value. Data (even big data) is often incomplete and offers
only a partial view of the puzzle.

Overall, these considerations highlight that the presented
results should be interpreted as descriptive and method-
ological rather than causal. While the proposed control-
based Diseasome framework improves the interpretability
of co-occurrence networks under realistic EHR limitations,
residual confounding remains a key limitation that should
be carefully considered when drawing biological or clinical
conclusions.

What we aim to provide here is simply a refined tool
to select significant correlations that can guide subsequent
investigations and to open up the field to new strategies for
approaching the subject. Plus, in this analysis, we choose to
use only the curated section of the DISGENET gene database,
meaning that we have decided to lose some information
to be more accurate. However, this might signify that
some epidemiological associations could have a molecular
basis not indicated here, due to our stringent decision rule.
As a final note, some of the drawbacks can also be found
in the statistical tools themselves, which can never be
entirely avoided. Although hypothesis testing through Label
Permutation is a way to model inference about a population,
every model to be considered a reliable instrument must
sometimes satisfy limiting prerequisites. The two main ones
are: (1) the population size N, which must be very large,
and (2) the computational power necessary to process big
data, and more specifically, the high number of iterations
required in this method. Nevertheless, it could be argued
that a large N should be a priori a condition to reach any
robust epidemiological conclusion, regardless of the chosen
methodology.

4) KEY FINDINGS SUMMARY
Key Findings

1) Pipeline.Acontrol-integrated,multi-step and agnostic-
application Diseasome pipeline is proposed and
validated on a large VA EHR cohort (n = 925,639),
enabling statistically sound comparison of disease co-
occurrence networks between a target disease group
and a Control group.

2) Eight HTN-specific associations. Eight disease-
disease associations were identified as statistically
specific to and quantitatively stronger in the HTN
group (all FDR-corrected p < 0.05): Drug Abuse
– Chronic Liver Disease (RR = 3.81), Bipolar
Disorder – Psychosis (RR = 3.69), Chronic Liver
Disease – Alcohol Abuse (RR = 3.32), Bipolar
Disorder – Depression (RR = 1.85), Nicotine Abuse –
CPD (RR = 1.80), PVD – Nicotine Abuse (RR =

1.69), PVD – Anemia (RR = 1.63) and Psychosis –
Chronic Liver Disease (RR = 1.62).

3) Molecular support. All of the eight pairs share a
significant number of genes in the DISGENET curated
database and a significant number of shared genetic
variants in the all-evidence DISEGNET section, pro-
viding a molecular substrate for these co-occurrences.

4) Network hub. Chronic Liver Disease emerges as the
highest-degree node in the Restricted HTNDiseasome,
connected to five of the eight retained associations,
suggesting a central comorbidity role in the HTN
multimorbidity landscape.

5) Robustness. Network structure is stable across a wide
range of RR andMCC threshold combinations (Jaccard
similarity > 0.8 in the central threshold range; see
Supplementary Figures S1–S3).

6) Generalizability and limitations. The pipeline is
dataset-agnostic and applicable to any ICD-coded
multimorbidity database. Results are descriptive and
not causal; residual confounding (particularly age)
and the predominantly male VA population limit the
generalizability of the specific clinical findings.
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7) Open code. The full Python pipeline with fixed
random seed (seed = 42), Conda environment file,
and documentation will be released on the INFN
institutional repository upon acceptance, enabling full
reproducibility and reuse on other datasets.

8) Future works.We aim to the pipeline to new and more
complete dataset for Diseasome not yet explored, using
counfounders strategy if possible.

VI. CONCLUSION
This work provides a general pipeline for disease networks
comparison, specifically proposing a novel strategy to
compare multimorbidity databases with the Control group.
We highlight that the methodology presented is not restricted
to a specific case study, but can be applied to any clinical
multimorbidity dataset. Indeed, its main strength lies in the
capacity of processing large repositories of patient diagnoses,
provided either by open-access sources or in-house clinical
records, ensuring statistical power and reliability. In this
regard, it must be noted that the importance of accessibility
to large datasets is a cornerstone requirement to provide
representative and generalizable findings.

Meanwhile, concerning the case study at hand, the clinical
Diseasome of hypertensive subjects revealed eight strong
associations, five of which share genetic foundations. Among
the HTN disease clusters, Chronic Liver Disease seems to be
the most correlated, sharing links with Drug Abuse, Nicotine
Abuse, Psychosis, Alcohol Abuse, and Bipolar Disorder.
With some exceptions, higher RRs often corresponded to
the presence of genetic connections, as evident in the pair
Psychosis and Bipolar Disorder. However, this is not true for
the dyadDrugAbuse andChronic Liver Disease, for example,
whose association seems to be purely epidemiological.

Collectively, the clinical patterns observed in hypertensive
subjects, supported by genetic links, represent a promising
foundation for future research.

From a translational standpoint, the identified comorbidity
network could offer several concrete clinical applications:
(i) risk stratification — the specific associations can be
used to define multimorbidity risk scores that flag patients
requiring intensive monitoring; (ii) comorbidity screening
checklists — the high-degree nodes identify conditions
that could be systematically screened in patientes with
the Traget disease; (iv) hypothesis generation for clinical
trials — the genetically supported disorder triads could
identify patient subgroup in which metabolic pathways
could be prospectively tested. All of these applications
are hypothesis-generating and require prospective validation
before informing clinical guidelines.

For future works, we aim at applying this method-
ology to other datasets focusing on chronic pathologies
for which the Diseasome is still uninvestigated or not
fully explored, comparing the results and the compatibility
with classical clinical studies. Future applications of the
pipeline on datasets providing individual-level demographic
variables (e.g., age, sex, race/ethnicity) should incorporate

confounder adjustment strategies such as propensity score
matching or stratified analyses, as described in the optional
Subsection III-A of the Methods, in order to produce more
robust results. We also plan to investigate other statistical
methods to find disease-disease correlations and compare the
results with those achieved here.
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